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Chapter 1

Introduction

1.1 Background and Motivation

In this course, we shall investigate various engineering problems related to optical net-
works. The first part of the course discusses components that are building blocks of
optical networks. The second part discusses optical transmissions. Networking aspects
are discussed in the third and main part of the course.

Data transmission through optical fibers provides a breakthrough in communication
technologies. With optical transmission, the transmission cost per bit has become so
low that the network cost is expected to be dominated by switching costs instead of
transmission costs.

Optical transmission is already commercially widespread. When we have a moder-
ate amount of traffic to support, e.g. less than 10 Gbps, an optical fiber is typically
used as a single transmission channel. Synchronous Optical Network (SONET) and Syn-
chronous Digital Hierarchy (SDH) are two common standards for such transmissions.
While SONET is the norm in North America, SDH is more common in Europe and Asia.

As the amount of traffic increases, using a fiber as a single transmission channel is
no longer sufficient. While it is possible to use multiple fibers each as a single channel,
wavelength division multiplexing (WDM) technologies provide a more cost effective solu-
tion. WDM refers to dividing up the fiber bandwidth into separated frequency bands for
transmissions. Each band is usually called a wavelength channel or simply a wavelength.1

In most current commercial systems, optical technologies are normally used for point-
to-point transmissions. Switching of traffic is still done using electronics. A node archi-
tecture in such WDM networks is illustrated in figure 1.1 and will be referred to as the
electronic switching node architecture. The basic operations of an electronic switching
node are described next.

• Incoming traffic on input fibers are demultiplexed onto a single wavelength channel
per fiber using optical demultiplexers (DMUXs).

• Traffic on each wavelength channel is converted from the optical domain to the
electrical domain using an optical-to-electrical (O-E) converter, e.g. a photodiode
followed by a threshold-based decision circuit. The O-E conversion result in the
electrical domain is then connected to an input port of the electronic switch.

1While the term “wavelength” can also refer to the carrier wavelength of an optical carrier signal,
it is typically clear from the context when the term “wavelength” refers to a transmission wavelength
channel.

1



2 CHAPTER 1. INTRODUCTION

• At the switch outputs, traffic from each output port is converted from the electrical
domain to the optical domain using an electrical-to-optical (E-O) converter, e.g. a
laser modulator.

• Different output wavelength channels that leave on the same fiber are multiplexed
using optical multiplexers (MUXs).

• End users’ traffic enters and leaves the network through electronic switch ports.

electronic
switch

end user equipments

fiber

DMUX MUX

switching node

wavelength
channels

Figure 1.1: Electronic switching node architecture.

A major problem with the electronic switching architecture shown in figure 1.1 is
that, as the traffic amount increases, the speed of electronic switching cannot keep up
with the amount of traffic entering the switch. This insufficient electronic switching
speed is referred to as the electronic bottleneck. As a specific example, current electronic
switching speeds are in the order of 1 Tbps. For WDM systems with 32 wavelengths per
fiber and 10 Gbps per wavelength, the total data rate on each fiber is 320 Gbps. This
means that a switching node can support roughly no more than 3 input fibers, which
is not sufficient for high-speed backbone networks in general. Currently, this electronic
bottleneck problem is not critical since the traffic amount is relatively “small” for WDM
networks. However, future end-to-end Gbps applications may increase the traffic amount
and eventually make the electronic bottleneck a significant problem.

To help alleviate the electronic bottleneck, optical switches can be used in conjunction
with electronic switches, as illustrated in figure 1.2. We shall refer to the node architec-
ture in figure 1.2 as the opaque optical switching node architecture. It is important to note
that this architecture allows some traffic to pass through or bypass electronic switching,
yielding a lower required amount of electronic switching resources in the network. This
bypassing of electronic switching is referred to as optical bypass. The associated reduc-
tion of switching resources can be significant for nodes with mostly bypass traffic, e.g.
intermediate nodes between two large cities.

We now discuss the operations of the opaque optical switching architecture in figure 1.2
that are different from those of the electronic switching architecture in figure 1.1.
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optical
switch

fiber

DMUX MUX

switching node

wavelength
channels

electronic
switch

end user equipments

Figure 1.2: Opaque optical switching node architecture.

• Traffic on each input wavelength channel is converted from the optical domain
to the electrical domain and back using an optical-to-electrical-to-optical (O-E-O)
converter, e.g. a photodiode followed by a decision circuit followed by a laser
modulator. The result is then connected to an input port of the optical switch.
The O-E-O outputs are on a common operating wavelength of the switch (not
necessary in the transmission band for WDM). Thus, any input port of the optical
switch can be connected to any output port.

• At the switch outputs, traffic on each output port enters another O-E-O converter.
The O-E-O converter outputs are the operating wavelengths of WDM transmission,
e.g. in the 1550-nm transmission band.

• End users’ traffic still enters and leaves the network through electronic switch ports.
However, optical bypass traffic need not go through the electronic switch.

• The traffic from the network enters the electronic switch through O-E conversion,
and vice versa.

Compared to the electronic switching architecture, the opaque optical switching ar-
chitecture is less flexible. In particular, for traffic that bypasses electronic switching at
the node (i.e. optical bypass traffic), we cannot multiplex two traffic streams on differ-
ent input wavelength channels onto the same output wavelength channel. Similarly, we
cannot split a traffic stream on a single input wavelength channel onto multiple output
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wavelength channels. The following example illustrates this limitation of the opaque
optical switching architecture.

Example 1.1 : Consider the traffic scenario in figure 1.3. In particular, there are 5
Gbps of traffic from node A to node C, from node A to node D, and from node B to
node C. Assume that one wavelength channel can support 10 Gbps. The left figure
corresponds to the electronic switching architecture where the electronic switch at node
B processes all traffic at 15 Gbps. The right figure corresponds to the opaque optical
switching architecture where the electronic switch at node B processes only the traffic
from node B to node C at 5 Gbps. The other traffic bypasses electronic switching at
node B. However, the saving of electronic switching at node B comes at a price of two
additional wavelength channels: one on link (A,B) and the other on link (B,C). �

The electronic switching architecture uses 1
wavelength channel on each link.  The
electronic switch at node B processes the
traffic amount of 15 Gbps.

A B C

D

With optical bypass at node B, the opaque
optical switching architecture uses 2 additional
wavelength channels.  The electronic switch at 
node B processes the traffic amount of 5 Gbps.

A B C

D

traffic Gbps, 10 Gbps per wavelength channel

Figure 1.3: Trade-off between the switching cost at node B and the transmission costs
on links (A,B) and (B,C).

Example 1.1 indicates that the opaque optical switching architecture may require
additional wavelength channels due to its inability to multiplex subwavelength traffic
streams onto the same wavelength channel. However, as the traffic amount increases, the
fractional amount of traffic (in wavelength unit) will become negligible compared to the
total amount of traffic. In such cases, optical bypassing will greatly reduce the overall
network cost through the savings of electronic switching costs with a relatively small
cost increase due to additional wavelength channels used. This attractiveness of optical
bypass is expected in a typical wide area network (WAN) supporting a large amount of
traffic.

For metro area networks (MANs), we expect that multiplexing or aggregation of traffic
through electronic switching still has a major role to play since individual traffic streams
are typically subwavelength traffic. The problem of cost-effective electronic aggregation
of traffic is referred to as the traffic grooming problem, which is a fundamental problem
for optical MANs.
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We could further drive down the switching cost associated with the opaque optical
switching architecture in figure 1.2. First, notice that, with a lot of input fibers, the
opaque optical switching architecture needs a lot of O-E-O units that can be expensive.
Second, the number of ports of the optical switch in the opaque optical switching archi-
tecture can be large, leading to an expensive switch implementation. Figure 1.4 shows
an alternative architecture that overcomes the two potential difficulties. We shall refer
to the architecture in figure 1.4 as the transparent optical switching architecture.

fiber

DMUX MUX

switching node

wavelength
channels

electronic
switch

end user equipments

optical
switch

optical
switch

Figure 1.4: Transparent optical switching node architecture.

We now discuss the operations of the transparent optical switching architecture in
figure 1.4 that are different from those of the previous two architectures.

• Traffic on each input wavelength channel can bypass electronic switching and re-
mains in the optical domain from the input port to the output port of the switching
node.

• The channels from different input fibers on the same wavelength enter a common
optical switch for that wavelength.

Compared to the opaque optical switching architecture, the transparent optical switch-
ing architecture is less flexible. In particular, for traffic that bypasses electronic switching
at the node, a traffic stream that enters on a certain wavelength must leave on the same
wavelength. This constraint is referred to as the wavelength continuity constraint, and
gives rise to several networking problems that are unique for optical networks. The next
example shows a consequence of the wavelength continuity constraint.
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Example 1.2 : Consider the network and traffic scenario in figure 1.5. There are three
traffic sessions from node 1 to node 4, from node 3 to node 6, and from node 5 to
node 2 with the paths in the clockwise direction. Assume that each session has the
rate of 10 Gbps, which is also the transmission rate of one wavelength channel. As a
consequence of the wavelength continuity constraint, the transparent optical switching
architecture requires three instead of two wavelengths compared to the opaque optical
switching architecture. �

6

4

2

35

1

6

4

2

35

1

opaque optical switching transparent optical switching

wavelength

Figure 1.5: Example traffic scenario in which the transparent optical switching architec-
ture requires more wavelengths than the opaque optical switching architecture.

In a WDM network with the transparent switching architecture, a transmission path
that bypasses electronic switching at intermediate nodes is called a lightpath. Due to the
physical layer constraints, e.g. attenuation and dispersion, we may not be able to support
an end-to-end traffic session on a single lightpath because the transmitted signal may need
to be regenerated electronically somewhere along the path. The maximum distance (in
km) that a signal can travel in the optical domain and can be detected accurately at the
receiver is referred to as the optical reach. Accordingly, the length of a lighpath (in km)
cannot exceed the optical reach.

A desirable property of a lightpath is its transparency, which refers to the ability
of the same lightpath to support different data rates and formats at different times.
Transparency allows the network infrastructure to be future proofed since changes in
transmission rates and/or formats only require upgrading of terminal equipments at the
network edges.

We emphasize once again that both opaque and transparent optical switching are not
yet common in commercial WDM networks. One possible reason is that the current traffic
volume is considered too small to justify the use of optical bypass; most traffic streams
still need to be aggregated at switching nodes for efficient utilization of transmission
wavelength channels. Even though several Gbps applications are available, they may
not be used between two end users over the current Internet due to the first/last-mile
bottleneck, which is described next.

Figure 1.6, taken from [Gre04], illustrates the current first/last-mile bottleneck be-
tween two Gbps worlds: one in our personal computers and the other in backbone net-
works. Despite high-speed access technologies such as Digital Subscriber Lines (DSLs)
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and cable modems, there is still a mismatch between the speeds in these access tech-
nologies and the data rates of end users’ applications as well as the transmission rates in
backbone networks.

Accordingly, there has been a lot of interest in applying optical transmissions all
the way to the end users, leading to the development of various optical access network
technologies. The most commonly used architecture for optical access networks is the
tree-based passive optical network (PON) architecture.

cable modems and DSLs:
typically in order of 1 Mbps

Standard bit rates
of 2.5-10 Gbps per
wavelength channel

MAN or WAN

Typically 1-GHz clock rate
   32-bit bus = potential
internal transfer rate of

32 Gbps of which 1-3 Gbps
is achievable with hard drives

Internals of personal computer

Figure 1.6: The first/last-mile bottleneck between two Gbps worlds (adapted
from [Gre04]).

As illustrated in figure 1.7, a PON is constructed entirely out of passive devices
except for terminal equipments. Having only passive devices inside a PON yields low
maintenaince costs and high reliability, leading to a low running cost per user, which
is essential for widespread customers’ adoption. Ethernet PON (EPON) is an example
standard that uses this tree-based PON architecture [Kra05].

Internet

central
office

fiber

splitter/
combiner

end
users

fiber

Figure 1.7: Tree-based PON architecture.

In the tree-based PON architecture in figure 1.7, each end user is connected to an
optical splitter/combiner unit by an optical fiber. The same set of fibers are used for
the transmissions in upstream and downstream directions through the use of WDM. The
splitter/combiner unit is then connected to the central office which is in turn connected to
a MAN or WAN. For downstream transmissions from the central office to the end users,
each transmitted packet is broadcast to all end users. For upstream transmissions, the
central office is responsible for multiple access control (MAC) by scheduling transmissions
of data packets from multiple users.
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1.2 Outlines of the Course

As previously mentioned, we shall start the course by describing common optical compo-
nents that are building blocks of WDM networks. The discussion on optical components
is then followed by discussion on point-to-point optical transmissions. Networking as-
pects of WDM networks will then follow. For the discussion on optical networking, we
shall start with relevant engineering problems in WDM WANs, especially the problems of
RWA and failure recovery. The problem of traffic grooming, which is relevant for WDM
MANs, is next discussed. Finally, the MAC problems for optical access networks based
on PONs will be discussed. The course will end with discussions on future visions of
optical networks, including optical packet switching (OPS) and optical burst switching
(OBS).

Besides this set of course notes, there are several well-known reference textbooks for
optical networks. They are listed below in the alphabetical order based on the authors’
lastnames.

• G. Keiser, Optical Fiber Communications. McGraw-Hill, 2010.

• G. Kramer, Ethernet Passive Optical Networks. McGraw-Hill, 2005.

• B. Mukherjee, Optical WDM Networks. Springer, 2006.

• R. Ramaswamy, K. Sivarajan, and G. Sasaki,Optical Networks: A Practical Per-
spective, Fourth Edition. Morgan Kaufmann, 2010.

• J.M. Simmons, Optical Network Design and Planning. Springer, 2008.

• T.E. Stern, G. Ellinas, and K. Bala, Multiwavelength Optical Networks: Architec-
tures, Design and Control, Second Edition. Cambridge, 2008.



Chapter 2

Components of WDM Networks

In this part of the course, we briefly describe various components that are building blocks
of wavelength division multiplexing (WDM) networks. We shall cover only major com-
ponents, keeping in mind that innovations on optical components are still on-going.

2.1 Optical Fibers

An optical fiber is a thin filament made of silica that can act as a waveguide. A waveguide
is a physical medium that allows the propagation of electromagnetic waves such as light.
Optical fibers can be classified into multimode and single-mode fibers whose cross sections
are illustrated in figure 2.1. For both types, each fiber has two layers called the core and
the cladding. The main difference is that the ratio between the diameters of the core
and the cladding for a single-mode fiber is significantly smaller. The illustrated fibers in
figure 2.1 are also referred to as step-index fibers since there is an abrupt change of the
refractive index at the boundary between the core and the cladding.

cladding

core
50125

cladding

core

10125

multimode fiber cross section single-mode fiber cross section

Figure 2.1: Cross sections of multimode and single-mode fibers.

For both fiber types, the refractive index of the core (denoted by ncore) is greater than
that of the cladding (denoted by ncladding).

1 Due to total internal reflection, light can
propagate the length of a fiber with little loss, as illustrated in figure 2.2.

1The refractive index of a material is the ratio between the speed of light in free space and the speed
of light in the material.

9
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cladding

core

mode 1mode 2

Figure 2.2: Total internal reflections of different modes in a step-index fiber.

To see how total internal reflection works, consider what happens when light travels
across a boundary separating two different types of medium. As illustrated in figure 2.3,
some part of incident light is reflected, while the rest is refracted or transmitted across
the boundary.

incident vector
(propagation direction

of incident light)

reflected vector

unit-norm vector
normal to boundary

refracted/transmitted
vector

Figure 2.3: Reflection and refraction of light at a boundary.

The angles that various propagation vectors (kI ,kR,kT in figure 2.3) make to the
normal vector (n in figure 2.3) are related by the law of reflection and the Snell law

φI = φR (law of reflection) (2.1)

nI sinφI = nT sinφT (Snell law) (2.2)

where nI and nT are the refractive indices of the first medium and the second medium
respectively. When nI > nT , which is the case for light traveling in the fiber core, there
is a value of φI such that φT = 90o. This value of φI , denoted by φC , is called the critical
angle and is given by

φC = arcsin
nT

nI

. (2.3)

As an example, consider the glass-air interface with nI = 1.5 (glass) and nT = 1 (air).
The critical angle is φC = 41.8o.

Consider now a longitudinal section of fiber in figure 2.4. Let ncore, ncladding, and nair

be the refractive indices of the core, the cladding, and air respectively. The critical angle
φC for the core-cladding interface is given by sinφC = ncladding/ncore. At the air-core
interface, the maximum value of angle θ that yields φ ≥ φC is called the acceptance angle
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and is given by

nair sin θmax = ncore sin(90
o − φC) = ncore cosφC =

√

n2
core − n2

cladding. (2.4)

This quantity
√

n2
core − n2

cladding is known as the numerical aperture (NA). The higher the

NA, the easier it is to couple light into the fiber.

cladding

core

air

Figure 2.4: Acceptance angle of a step-index fiber.

With a large core diameter of 50 µm (as for a multimode fiber), there are multiple
propagation paths or modes in a multimode fiber. While the discussion on NA seems
to imply that there are infinitely many modes since any angle θ < θmax will result in
total internal reflection in the core, deeper investigation based on the electromagnetic
wave theory (not discussed here) concludes that there can only be a finite number of
modes [Kei10]. In particular, for a step-index fiber, there is a quantity called the V
number given by

V =
2πa

λ
NA, (2.5)

where a is the core diameter and λ is the wavelengh (in free space) of propagated light.
When V ≤ 2.405, the fiber can be considered as single-mode.

For a multimode fiber, signals traveling on different propagation modes have different
propagation delays, resulting in pulse spreading and consequently intersymbol interfer-
ence (ISI) in transmitted digital signals. By reducing the core diameter to 10 µm (as for
a single-mode fiber), there is only a single propagation mode.

Signal Degradation in Optical Fiber

In general, a transmitted signal on an optical fiber can be degraded due to the following
phenomenons.

1. Attenuation or loss : As with any other type of medium, a transmitted signal loses
its power as it travels along the medium, i.e. a fiber. The further the distance, the
higher the loss.

2. Dispersion: In general, dispersion refers to any effect in which different components
of the transmitted signal travel at different speeds, and thus arriving at different
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times at the receiver. We have in fact discussed intermodal dispersion, which results
from different propagation modes in a multimode fiber. Other types of dispersion
will be discussed later on in this section.

3. Nonlinear effects : Fiber nonlinearity comes from the fact that the fiber medium
does not behave like a linear transmission channel when the transmit signal power
is high. One cause of nonlinear effects comes from a physical phenomenon called
scattering. Another cause is the fact that the fiber refractive index depends on the
intensity of the signal propagating along the fiber.

Attenuation in Optical Fibers

An optical signal loses its power as it travels along a fiber. The attenuation parameter
αatt is usually expressed in dB/km. If P (L) denotes the power (in W) of the optical
signal at distance L (in km) from the transmitter, then we can write

P (L) =
P (0)

10αattL/10
.

More conveniently, we can express the optical power in dBm, where 0 dBm = 1 mW. In
dBm, we can write a simple relationship

P (L)dBm = P (0)dBm − αattL. (2.6)

Figure 2.5 shows the attenuation (in dB/km) of a typical fiber at different wave-
lengths [BJB+97]. There are two low-attenuation regions: one centered at 1300 nm and
the other at 1550 nm. Each region’s bandwidth is approximately 200 nm, which corre-
sponds to 25 THz.2 Compared to the limited radio frequency spectrum, the bandwidth
of 25 THz is quite large!

The choices of transmission bands are often determined by the availability of compo-
nents that can operate over the bands. For long-distance transmission, the usable band-
width is limited by the bandwidth of optical amplifiers, which are typically erbium-doped
fiber amplifiers (EDFAs), rather than the bandwith of the fiber itself. In particular, about
40 nm of bandwidth in the 1550-nm band is widely used because EDFAs can operate in
this band.

Dispersion

As already discussed, different propagation modes in a multimode fiber gives rise to in-
termodal dispersion. Intermodal dispersion can be removed by using single-mode fibers
instead of multimode fibers. Without intermodal dispersion, chromatic dispersion be-
comes dominant. Chromatic dispersion refers to the dispersion resulting from the fact
that different wavelength (or frequency) components of light travel at diferent speeds
through a fiber.

Chromatic dispersion is a combination of material dispersion and waveguide disper-
sion. To understand these two types of dispersion, the concept of effective index of a
fiber is useful. Roughly speaking, since light travels partly in the core and partly in the

2The width of a frequency band (denoted by ∆f) is related to the width of the corresponding wave-
length band (denoted by ∆λ) through ∆f ≈ (c/λ2)∆λ, where c is the light speed in free space and λ is
the center wavelength of the band.
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Figure 2.5: Fiber attenuation and two low-attenuation regions [BJB+97].

cladding, the overall light speed in the fiber is somewhere between c/ncore and c/ncladding.
It is convenient to define the effective index neff such that c/neff is the effective light speed
in the fiber. Note that ncladding < neff < ncore.

Material dispersion arises from the fact that ncore and ncladding are wavelength depen-
dent. Hence, neff is also wavelength dependent. Waveguide dispersion arises from the fact
that neff depends on the signal power distribution between the core and the cladding. The
more power contained in the core, the closer neff is to ncore. Since this power distribution
is wavelength dependent, so is neff (even in the absence of material dispersion).

Consider light propagation over a fiber of length L. Let τ be the propagation delay.
Then lightwaves with wavelength difference ∆λ will arrive with a time difference of ∆τ ≈
∣
∣ dτ
dλ

∣
∣∆λ. The dispersion parameter, denoted by D, is defined as

D =
1

L

dτ

dλ
. (2.7)

Deeper investigation of electromagnetic wave propagation (not discussed here) yields the
relationship between D and the refractive index as [Kei10]

D = −2πc

λ2

∂2β

∂ω2
, (2.8)

where ω = 2πc/λ is the angular frequency, and β is the propagation constant equal to
2πneff/λ.

3 A common unit for dispersion is ps/nm/km. Figure 2.6 shows the dispersion
parameter D as a function of wavelength for a typical single-mode fiber. Note that D
can have either a positive sign or a negative sign.

3A wave with angular frequency ω traveling in the direction of the positive x-axis has the complex
phasor representaton ei(ωt−βx), where t is the time index. The propagation constant β is such that
the phase remains the same when the wave travels over a distance equal to an integer multiple of the
wavelength. Note that, as a wave travels through different types of materials, its frequency f remains
the same. By convention, a wavelength specification (denoted by λ) of a device or system refers to the
wavelength in free space, i.e. c = fλ. The wavelength in a material (denoted by λ′) with refractive index
n is found from c/n = fλ′, yielding λ′ = λ/n.
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Figure 2.6: Chromatic dispersion in a typical single-mode fiber [RSS10]. In normal
dispersion, a shorter wavelength travels slower than a longer wavelength. In anomalous
dispersion, a shorter wavelength travels faster than a longer wavelength.

Chromatic dispersion can be adjusted by varying the refractive index profile of the
fiber. A refractive index profile specifies how the refractive index of the fiber material
changes as a function of radius from the core. By adjusting the index profile, it is possible
to shift the wavelength with zero dispersion into the widely used 1550-nm band. A fiber
with this index profile is called a dispersion-shifted fiber (DSF).

It is also possible to change the index profile so that the overall dispersion has the
opposite sign compared to the dispersion of a typical single-mode fiber. A fiber with this
index profile is called a dispersion compensation fiber (DCF) and is used to mitigate the
dispersion effects for long distance transmissions. Figure 2.7 shows some existing index
profiles for single-mode fibers.

Figure 2.7: Some existing refractive index profiles of single-mode fibers: (a) step-index
fiber, (b) DSF, (c) DCF [RSS10].
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Polarization mode dispersion (PMD) is another type of dispersion caused by the fact
that practical fibers are not perfectly circularly symmetric.4 Consequently, orthogonal
states of polarization travel at different speeds. However, the effects of PMD are normally
small compared to chromatic dispersion since the time delays in different segments of a
fiber vary randomly and tend to cancel one another. The PMD parameter is typically
expressed in ps/

√
km.

Nonlinear Effects

A high transmit powers (above a few mW) and at bit rates above 2.5 Gbps, data trans-
mission over an optical fiber is subjected to several nonlinear effects as discussed below.

Nonlinear effects due to scattering

One type of nonlinear effects is due to scattering, which refers to an interaction of pho-
tons and the fiber medium causing an energy loss in the transmitted light signal. With
scattering, some power from lightwaves (i.e. photons) at shorter wavelengths gets trans-
ferred to lightwaves at longer wavelengths.5 These lower-wavelength lightwaves are called
Stokes waves. Stimuated Brillouin scattering (SBS) refers to an interaction of photons
and acoustic vibrations (called acoustic phonons) in the fiber. For SBS, the unwanted
Stokes waves travel in the opposite direction to the transmitted light signal. SBS is a nar-
rawband phenomenon; the power transfer from a higher wavelength to a lower wavelength
becomes negligible if their frequency spacing is much greater than 20 MHz [RSS10]. Since
a typical frequency spacing between adjacent wavelengths is 100 GHz, SBS does not cause
power transfers among wavelengths in a fiber. However, the reflected Stokes waves can
cause significant power loss on each wavelength. In addition, these Stokes waves need to
be shielded (e.g. using a device called an optical isolator) to avoid potential interference
with a transmitter or an amplifier.

Stimulated Raman scattering (SRS) refers to an interaction of photons and molecular
vibrations (called optical phonons) in the fiber. For SRS, the unwanted Stokes waves
travel in both directions. In contrast with SBS, SRS is a wideband phenomenon and is
strongest at a frequency spacing of about 13 THz. Since a frequency spacing of 100 GHz
is common, SRS can cause interference among wavelengths in a fiber. However, several
wavelengths can be used on a fiber before SBS becomes strong.

Nonlinear effects due to Kerr effect

Another type of nonlinear effects is due to the dependence of the refractive index on
the intensity of a transmitted signal; this dependency is referred to as the Kerr effect.
Under self-phase modulation (SPM), a transmitted signal (with time-varying intensity)
experiences a changing refractive index, and thus travels at different speeds over time.
The result is chirping in the transmitted signal. Chirping refers to the phenomenon in
which the signal frequency varies with time. With chromatic dispersion, pulse spreading
is worse in the presence of chirping.

4A state of polarization of light propagating in a single-mode fiber refers to the orientation of the
electric field vector on a plane that is orthogonal to the direction of propagation.

5Note that a photon energy is given by hc/λ, where h is the Planck constant (equal to 6.63× 10−34

Js). Thus, a photon at a lower wavelength has higher energy than a photon at a higher wavelength.
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Under cross-phase modulation (CPM), changes in the signal intensity on one wave-
length can affect the refractive indices for other wavelengths. Interestingly, CPM is
alleviated if there is some chromatic dispersion in the system. Roughly speaking, the
nonlinear effects such as CPM build up slowly with the transmission distance when the
transmitted signals are in phase. If signals on different wavelengths travel at different
speeds, they are no longer in phase and the effects of CPM are reduced.

Nonlinear effects due to four-wave mixing

Another type of nonlinear effects is due to the phenomenon called four-wave mixing
(FWM), which is essentially due to intermodulation products of lightwaves at different
frequencies. In short, given the transmitted lightwaves at frequencies fi, fj, and fk,
FWM creates a “fourth” frequency at ±fi ± fj ± fk. Some of these frequencies, e.g.
fi + fj − fk, may lie in the transmission band and interfere with the transmitted signals.
As with CPM, FWM is reduced when there is some chromatic dispersion in the system.
In addition, FWM can also be reduced using unequally spaced channels; however, this
approach may not be practical.

To summarize, fiber nonlinearities limit the optical power on each wavelength chan-
nel, limit the maximum number of wavelength channels on a fiber, and constrain the
spacing between different channels. SBS and SPM can be considered as nonlinear ef-
fects within individual wavelength channels, while SRS, CPM, and FWM are nonlinear
effects across multiple wavelength channels. Finally, since there is a trade-off between
chromatic dispersion and nonlinear effects in a fiber, some recent optical fibers, called
nonzero-dispersion fibers, are designed to have nonzero dispersion in order to provide a
trade-off between dispersion and nonlinear effects.

2.2 Optical Couplers

An optical coupler or simply a coupler is used to combine and split signals in the opti-
cal domain. A coupler can be made simply by fusing two fibers together, as shown in
figure 2.8.

Figure 2.8: 2× 2 optical coupler [RSS10].

An important parameter of a coupler is the coupling ratio or splitting ratio denoted by
α and the excess loss denoted by γ. In particular, let Pin,1, Pin,2, Pout,1, and Pout,2 denote
the input and output powers. These powers are related by

[
Pout,1

Pout,2

]

= γ

[
α 1− α

1− α α

] [
Pin,1

Pin,2

]

. (2.9)
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The above expression indicates that we cannot use a coupler to combine two input
signals with no loss even though there is no excess loss, i.e. γ = 1. In particular, suppose
that Pin,1 and Pin,2 are two input powers and γ = 1, then the power at output 1 is
Pout,1 = αPin,1 + (1− α)Pin,2. Accordingly, if we want to combine two input signals with
equal weights, then there will be a 3-dB power loss, i.e. α = 1/2.

Another important property of a coupler is that each input signal results in two output
signals that are π/2 different in phase [RSS10]; this is a property that we shall utilize
later on. Finally, to construct an 1 × N splitter or an N × 1 combiner, one method is
to interconnect several couplers. The drawback of this approach is its high accumulated
excess loss. An alternative is to use an array waveguide grating, which will be discussed
later on in this section.

2.3 Optical Filters

There are several approaches of constructing optical filters. We shall discuss them in
what follows.

Gratings

Optical filters can be constructed from various types of gratings. A grating is a device
whose operation involves interference among multiple optical signals originating from the
same source but with different phase shifts.

In a diffraction grating, light is passed through a grating plane with equally spaced
narrow slits, as shown in figure 2.9. Through diffraction, each slit behaves like a light
source. In general, lightwaves emited from these slits have different phase shifts. Consider
an imaging plane on which light will be collected. On this plane, lightwaves are construc-
tively interfered at different locations for different wavelengths. We can place fibers at
these points to collect light at different wavelengths, creating an optical demultiplexer
(DMUX). An optical multiplexer (MUX) can be constructed with lightwaves propagating
in the opposite direction.

A Bragg grating refers to any periodic perturbation in the transmission medium. In
a fiber Bragg grating, the perturbation is usually a periodic variation of the refractive
index of the fiber. In each period of index variation, some light is reflected backwards,
as shown in figure 2.10.

Since a Bragg grating relies on a simple concept, let us consider its operation in more
detail. Let ∆ be the period of the refractive index variation. A transmitted wavelength
λ at which light and its reflection add in phase satisfies

λ = 2neff∆ (2.10)

where neff is the effective refractive index of the fiber. Any wavelength that satisfies the
condition in 2.10 is reflected backwards. For example, when ∆ = 500 nm and neff = 1.47,
then the reflected wavelength is λ = 1470 nm.6

Finally, it is also possible to vary the perturbation pattern (e.g. non-uniform grating)
so that frequency selectivity is improved [RSS10].

6In principle, any wavelength satisfying kλ = 2neff∆, k ∈ {1, 2, . . .}, would be reflected. However, the
value of ∆ for a fiber Bragg grating is typically so small that the wavelengths for k ≥ 2 are outside the
transmission band of interest.
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Figure 2.9: Diffraction grating: (a) non-reflective grating, (b) reflection grating [RSS10].

Figure 2.10: Fiber Bragg grating [RSS10].

Mach-Zehnder Interferometer

A Mach-Zehnder interferometer (MZI) is a device that uses two interfering paths of
different lengths to select wavelengths. It is typically constructed in integrated optics
using two 3-dB couplers connected by two waveguide of different path lengths, as shown
in figure 2.11.

Let ∆L be the path length difference. Suppose that only input 1 is used. After
coupler 1, the input signal power is equally divided between the two coupler outputs but
the lower output lags in phase by π/2 due to the properties of a coupler. Due to the path
length difference, the lower-path signal lags further in phase by β∆L, where β = 2πneff/λ
is the propagation constant. At output 1 of the second coupler (output 1 of MZI), the
lower-path signal lags further in phase by π/2. Over all, the two signal components at
output 1 of an MZI have a phase difference of π + β∆L. At output 2 of the second
coupler, the upper-path signal lags in phase by π/2. Thus, the two signal components at
output 2 of an MZI have a phase difference of β∆L.

Let β∆L = kπ for some odd integer k, then the two signal components add in phase
at output 1 but cancel each other at output 2. If β∆L = kπ for some even integer k,
then the two signal components add in phase at output 2 but cancel each other at output
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Figure 2.11: MZI [RSS10].

1. In terms of λ, the condition β∆L = kπ can be written as

kλ = 2neff∆L, (2.11)

which indicates that constructive/destructive wavelengths are not unique. In fact, the
power transfer functions of the two outputs, denoted by T1(λ) and T2(λ), are periodic
and given by [RSS10]

[
T1(λ)
T2(λ)

]

=

[
sin2(β∆L/2)
cos2(β∆L/2)

]

. (2.12)

Thus, the path length difference ∆L is an important parameter for an MZI. To con-
struct a single-channel filter, several MZIs with different values of ∆L can be cascaded,
resulting in a multistage structure as shown in figure 2.12.

An array waveguide grating (AWG) is an extension of an MZI. It consists of two
multiport couplers interconnected by an array of waveguides, as shown in figure 2.13.
Similar to an MZI, an AWG has a periodic response. Each wavelength period for the
AWG response is called a free spectral range (FSR). Consider a G×G AWG, where G is
the number of wavelengths in each FSR. Assume that the inputs, the outputs, and the
wavelengths in one FSR are numbered from 0 to G− 1.

The geometry of the waveguides in a G×G AWG are chosen such that a lightwave on
wavelength g at input i is splitted onto the array waveguides; these waves add in phase
at output (g − i) mod G. As a specific example, figure 2.14 shows the input-output
relationship for a 4 × 4 AWG. If only one input/output is active, an AWG corresponds
to a DMUX/MUX. Otherwise, it performs as a static wavelength switch or wavelength
cross-connect (WXC).

Fabry-Perot Interferometers

A Fabry-Perot filter or Fabry-Perot interferometer consists of a cavity formed by two
reflective mirrors, as shown in figure 2.15. When light hits the right mirror, which is
partially reflective, some of its part passes through while the rest gets reflected backwards.
The left mirror is for reflections only. Let L be the cavity length and ncavity be the
refractive index of the material in the cavity. A transmit wavelength λ at which output
lightwaves add in phase satisfies

kλ = 2ncavityL, k ∈ {1, 2, . . .}. (2.13)
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Figure 2.12: Multistage MZIs and their power transfer functions [RSS10].
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Figure 2.13: AWG [RSS10].
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Figure 2.14: Cross-connect pattern for 4× 4 AWG. Supercripts are input fiber indices.

Note that there are multiple wavelengths satisfying the above condition. These wave-
lengths are called resonant wavelengths. The overall effects of a Fabry-Perot interferom-
eter cause lightwaves at resonant wavelengths to pass through, while all the other wave-
lengths are suppressed. This wavelength selection can be considered as filtering. Tuning
of such a filter can be done by varying L mechanically or by varying ncavity through some
mechanism (to be mentioned later on in this section).

2.4 Optical Amplifiers

For long distance transmission, optical signals go through various losses, e.g. fiber loss
and component insertion losses, and could become too weak for reliable detection. With
typical gains of 20-30 dB, optical amplifiers can restore signal powers so that they can
travel further without electronic regeneration.

There are advantages of using optical amplifiers instead of electronic regenerators.
First, regenerators are specific to certain bit rates and modulation formats. Consequently,
a system upgrade requires replacing all regenerators as well as terminal equipments.
Optical amplifiers can operate with arbitrary bit rate and arbitrary modulation format.
Thus, a system upgrade requires only upgrading terminal equipments. This compatibility
of an optical transmission line (with optical amplifiers and no electronic regeneration)
to arbitrary bit rate and arbitrary modulation format conforms with the transparency
concept previously discussed.



22 CHAPTER 2. COMPONENTS OF WDM NETWORKS

Figure 2.15: Fabry-Perot interferometer [RSS10].

Second, an optical amplifier can be used to simultaneously amplify multiple wave-
length channels on the same fiber. On the contrary, we require one regenerator for every
wavelength channel. This cost sharing of an optical amplifier is a key reason behind the
commercial success of WDM networks.

Before discussing optical amplifiers, it is helpful to discuss two types of photon emis-
sions in solids.

Spontaneous and Stimulated Emissions

In physics, an atom is in one of its energy levels. A transition from a higher energy level
E2 to a lower energy level E1 is accompanied by an emission of a photon with energy

hf = E2 − E1, (2.14)

where h is the Planck constant and f is the corresponding light frequency. Conversely,
a lightwave with frequency f such that hf = E2 −E1 induces absoption of photons that
correspond to transitions of atoms from energy level E1 to energy level E2.

In equilibrium, there are transitions in both directions. However, the number of
atoms at energy level E1 is higher than those at E2. Emissions of photons that occur
independently from any external stimulation are called spontaneous emissions. These
emissions occur in random directions with random polarizations and phases.

A lightwave with frequency f such that hf = E2 − E1 can bring atoms to energy
level E2, causing a population inversion where the number of atoms at E2 is greater than
that at E1. These atoms can later fall back to energy level E1 if they are stimulated
by external radiation at frequency f , as illustrated in figure 2.16. Such emissions due to
external radiation are called stimulated emissions. They occur in the same direction, with
the same polarization and phase, and can be used to amplify optical signals. When an
optical amplifier amplifies the input signal, it also amplifies the noise as well as produces
additional noise due to spontaneous emissions. This type of additional noise is called
amplified spontaneous emission (ASE) noise and is the dominant noise in long distance
transmissions.
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Figure 2.16: Stimulated emission [RSS10].

Erbium-Doped Fiber Amplifiers

An erbium-doped fiber amplifier (EDFA) consists of a silica fiber whose core is doped
with erbium ions (Er3+). A pump laser at wavelength 980 nm or 1480 nm is used to
inject photons into the doped fiber section through a coupler, as shown in figure 2.17.
The choice of an erbium ion is due the match between its energy difference E2 − E1

corresponding to 1530 nm and a low loss window in silica fibers.

Figure 2.17: EDFA [RSS10].

Due to the presence of erbium ions in silica, each energy level is split into multiple
energy levels. This effect is known as Stark splitting. As a consequence of Stark splitting,
each energy level becomes an energy band centered at the original energy level, as shown
in figure 2.18.

Suppose for now that a 980-nm pump laser is used. Erbium ions absorb photons
and move up to the energy band around E3. Since the lifetime of an ion at E3 is short,
most ions that move up to E3 quickly fall back to E2. If a light signal at wavelength
around 1530 nm enters the EDFA, it creates stimulated emissions and gets amplified. It
is also possible to use a 1480-nm pump laser to move erbium ions up to E2. However,
the efficiency of photon transitions is lower with this pump laser.

Let Ps,in and Ps,out be the input and output signal powers of an EDFA. Let Pp,in be the
pump power. Let λs and λp be the wavelengths of the data and pump signals respectively.
From the principle of energy conservation, these powers are related by

Ps,out ≤ Ps,in +
λp

λs

Pp,in. (2.15)

As with electronic amplifiers, as the input signal power increases, the amplifier gain
will eventually become saturated. Figure 2.19 shows a typical gain profile of an EDFA
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Figure 2.18: Energy bands of erbium ions due to Stark splitting [RSS10].

as a function of the total input power (possibly from multiple wavelength channels). In
figure 2.19, the parameter G0 is called the small-signal gain, while the parameter Pout,sat

is called the output saturation power and is the point where the gain drops by 3 dB.
EDFAs provide different gains for different wavelengths, as shown in figure 2.20. To

make the gain flat over the transmission band, a wavelength-selective filter may be added
after an EDFA. Alternatively, an EDFA can be used together with Raman amplification
(to be discussed shortly) to achieve a flatter gain profile.

In an EDFA, ASE gives rise to a broadband noise that gets amplified along with the
signal, as shown in figure 2.21. The ASE noise is modeled as broadband noise with power
spectral density (PSD) given by [Kei10]

SASE(f) = hfηsp(G(f)− 1), (2.16)

where G(f) is the amplifier gain, ηsp = η2
η2−η1

, and η1 and η2 are the fractions of photons
in energy levels E1 and E2 respectively. The ratio ηsp is called the spontaneous emission
factor or the population inversion factor.

Raman Amplification

SRS (one type of fiber nonlinearity) can be used to provide optical amplification. Using a
pump laser at wavelength around 1480 nm, the power transfer from low-wavelength pho-
tons to high-wavelength photons can provide amplification to signals around wavelength
1550 nm. Such an optical amplifier is called a Raman amplifier.

Unlike EDFAs, which operate in a limited wavelength band (approximately 1530-1600
nm), Raman amplifiers can be made to operate in other wavelength bands, e.g. in the
low-loss window around 1310 nm.

Raman amplification can take place on a typical single-mode fiber; there is no need for
a special fiber, e.g. erbium-doped fiber. This allows a Raman amplifier to be implemented
as a distributed amplifier, where a transmitted signal gets amplified as it travels along
the length of a fiber. Raman amplifiers can be used in addition to EDFAs to help extend
transmission distances. Their pump lasers can be located where EDFAs are. Fortunately,
the Raman amplifier gain is roughly higher for longer wavelengths; this property is the
opposite compared to EDFAs. Thus, a combination of EDFA and Raman amplifier can
provide a flatter gain profile. The main challenge in using Raman amplifiers is their
associated high transmit power, which is in the order of 1 W or more [RSS10].
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Figure 2.19: Typical EDFA gain as a function of total input power [Kei10].

Figure 2.20: Typical EDFA gain as a function of wavelength [RSS10].
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Figure 2.21: Typical output spectrum for signal at 1540 nm and pumping at 1480
nm [Kei10].

2.5 Optical Transmitters and Modulators

Two major types of optical transmitters are light emitting diodes (LEDs) and lasers.7

Roughly speaking, transmit powers from LEDs are lower but LED transmitters are
cheaper and less sensitive to operating environments, e.g. temperature. Hence, in low-
performance systems, LEDs are preferred. Most common types of LEDs and lasers are
built from pn junctions.

pn Junctions and LEDs

A pn junction is created by attaching p-type and n-type semiconductor materials. In
an n-type semiconductor, there are excess electrons in the conduction band (i.e. high
energy level) that are free to move around. In a p-type semiconductor, there are missing
electrons in the valence band (i.e. low energy level). Each missing electron is called a
hole, which is also free to move around in the valence band.

For an n-type semiconductor, majority carriers refer to electrons while minority car-
riers refer to holes. The opposite holds for a p-type semiconductor. When we attach
p-type and n-type semiconductor materials to form a pn junction, majority carriers dif-
fuse across the junction. An electron and a hole can recombine and cancel out each other.
As a result, there is a region around the junction called the depletion region in which there
is no free carrier. However, majority carriers can still diffuse across the depletion region.
The absence of free carrier creates a positively charged region on one side (n-type) and
a negatively charged region on the other side (p-type) of the pn junction. These charged
regions set up an electric field across the depletion region.

Reverse biasing of a pn function is done by connecting p-type material to the negative
terminal of a battery and n-type material to the positive terminal, as shown in figure 2.22.
Reverse biasing causes the depletion region to widen as more electrons and holes are pulled
away from the junction. As a result, it is harder for majority carriers to diffuse across
the depletion region. However, minority carriers can move with the electric field across
the function. The current flow associated with minority carriers is small, but can be

7The term “laser” is an abbreviation of “light amplification by stimulated emission of radiation”.
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significantly increased when excess carriers are created from external radiation, e.g. from
light shining on the device. If we attach a circuit to the depletion region, we can collect
such a current (called photocurrent) that varies with the amount of external radiation.
This is the basis for the operation of a photodiode, which are components to build optical
receivers (to be discussed later on).

Figure 2.22: Reverse biasing of a pn junction [Kei10].

Forward biasing of a pn junction is done by connecting p-type material to the positive
terminal of a battery, and vice versa, as shown in figure 2.23. Forward biasing causes
the depletion region to shrink, allowing a large number of majority carriers to diffuse
across the junction. Once electrons and holes move across the junction, they recombine
and produce photons in the process. This is the basis for optical radiation in LEDs. The
amount of photons produced (i.e. light intensity) can be controlled by varying the current
input to the pn junction.

Figure 2.24 shows typical energy levels of a semiconductor material. The energy levels
are separated into the conduction band and the valence band separated by the band gap
Eg. A transition of an electron from the conduction band to the valence band creates a
photon whose frequency f must be such that its energy hf is at least Eg. Accordingly,
an LED can only emit light of wavelength λ such that

h
c

λ
≥ Eg. (2.17)

The above condition limits the choice of semiconductor materials to be used for a given
operating wavelength.

Lasers

A laser is essentially an optical amplifier enclosed within a reflective cavity. The most
popular lasers are semiconductor lasers that use semiconductor materials as the gain
medium. In particular, the gain medium of a semiconductor is the depletion region of a
pn junction in a forward bias. In this case, photon emissions occur when majority carriers
transit from the conduction band to the valence band.
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Figure 2.23: Forward biasing of a pn junction [Kei10].

For a Fabry-Perot laser, the gain medium is placed in a Fabry-Perot cavity. When the
combination of the amplifier gain and the reflectivity of the cavity is sufficiently large,
the amplifier will start to oscillate and produce light even in the absence of any input
signal. The point at which this oscillation happens is called the lasing threshold.

A Fabry-Perot laser can produce light at several resonant wavelengths. For lasers,
these wavelengths are called longitudinal modes. With several longitudinal modes, a laser
is called a multiple-longitudinal mode (MLM) laser. MLM lasers typically have large
spectral widths of around 10 nm.

Recall that a resonant wavelength λ of a Fabry-Perot cavity satisfies kλ = 2ncavityL,
k ∈ {1, 2, . . .}. To find the spacing between adjacent resonant frequencies, we write
k = 2Lncavityf/c. Let fk and fk+1 be two adjacents resonant frequencies. We can write

k + 1 = 2Lncavityfk+1/c
k = 2Lncavityfk/c

}

⇒ fk+1 − fk =
c

2Lncavity

. (2.18)

It follows that the frequency spacing between adjacent modes of an MLM laser is c/(2ncavityL),
as shown in figure 2.25.

Because of chromatic dispersion, it is desirable to use a single-longitudinal mode (SLM)
laser for long distance transmission. A vertical cavity surface emitting laser (VCSEL)
is one example of an SLM laser. Since the frequency spacing between modes decreases
with L, for a VCSEL, the value of L is made so small that there is only one mode within
the transmission band of interest. Since a thin gain region is easily made when it is
deposited on a semiconductor substrate, a VCSEL is typically made by using a vertical
cavity with reflective mirrors formed on top and bottom of a semiconductor wafer, as
shown in figure 2.26.

A laser can be tuned to operate on different wavelength channels at different times.
There are several approaches to construct a tunable laser. One approach is to adjust the
refractive index of the gain medium, e.g. injecting current into the medium, varying the
temperature of the medium, and so on. Another approach is to change the cavity length
by mechanical adjustment.
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Figure 2.24: Electron energy levels of a semiconductor material [Kei10].

Direct and External Modulation

Since optical transmission is mostly based on intensity modulation and direct detection
(IM/DD) and since the fiber bandwith is relatively large, the most common modulation
format is on-off keying (OOK).8 In OOK, light is turned off or on, depending whether
the transmitted bit is 1 or 0. In direct modulation, an LED or laser drive current is
determined by data bits, as shown in figure 2.27. A major disadvantage of direction
modulation is chirping in signal pulses.9

In external modulation, which is typically used for lasers, an OOK modulator is placed
after a laser that produces optical pulses. The external modulator then turns the light
signal on or off based on data bits, as shown in figure 2.28.

As examples, two types of external modulators are now discussed. A lithium niobate
modulator uses an MZI. In one state, the signals in the two paths of the MZI add in phase
at the output of interest. In the other state, we apply voltage to change the refractive
index of the paths, causing a relative phase shift of π, leading to destructive interference
at the output. The control voltage is determined by data bits.

An electro-absorption (EA) modulator uses a semiconductor material whose band gap
is higher than the photon energy and allows light to pass through under normal conditions.
Applying voltaget to the semiconductor material shrinks the band gap, causing light to
be absorbed. The control voltage is determined by data bits.

8Direct detection means that we only detect the intensity of the receive signal. Consequently, we
cannot distinguish between positive and negative signal values from direct detection. Thus, signal values
must be nonnegative or unipolar.

9Recall that chirping refers to the phenomenon in which the signal frequency varies with time. With
chromatic dispersion, chirping aggravates pulse spreading.
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Figure 2.25: Output spectrum of (a) MLM laser and (b) SLM laser [RSS10].

Figure 2.26: VCSEL [RSS10].

2.6 Photodectors

A photodetector is made of semiconductor materials. When a photon hits the detection
surface of a photodiode, it is absorbed through a transition of an electron in the valence
band to the conduction band, as shown in figure 2.29. Each electron absorbs exactly one
photon in the process as long as the band gap Eg of the semiconductor material is smaller
than the photon energy hf = hc/λ. Accordingly, the choice of semiconductor materials
is subject to the condition that hc/λ ≥ Eg for all wavelengths in the transmission band
of interest. The largest λ that satisfies this constraint is called the cutoff wavelength.

Since their cutoff wavelengths are about 1650 nm, indium gallium arsenide (InGaAs)
and indium gallium arsenide phosphide (InGaAsP) are often used. Note that a photode-
tector can be used for any wavelength channel as long as the wavelength is not above the
cutoff wavelength.

A fraction η of photons that are absorbed is called the efficiency of a photodetector.
A photodetector is commonly characterized by its responsitivity denoted by R. If a
photodetector produces current Ip (in A) when the indicent optical power is Pin (in W),
then

R = Ip/Pin (in A/W). (2.19)
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Figure 2.27: Direct modulation [RSS10].

Since the optical power Pin corresponds to an incidence of Pin/hf photons per second, R
can also be written as [RSS10]

R =
eηλ

hc
, (2.20)

where e is the electron charge (equal to 1.6× 10−19 C). A typical value of R is 1.2 A/W
for the 1550-nm band (corresponding to η = 0.96).

The efficiency of a photodetector can be improved if the generated electrons in the
conduction band can be swept out of semiconductor materials by an electric field. This
can be achieved by using the depletion region of a reversed biased pn junction. Such a
photodetector is called a photodiode. To improve the efficiency further, a lightly doped
semiconductor is inserted between the p and n regions, yielding a pin photodiode.

Under normal conditions, one photon can generate only one electron in the conduction
band. However, if a generated photon experiences a strong electric field, it can knock
off more electrons from the valence band. These secondary electrons can also knock off
more electrons, and so on. This process is called avalanche multiplication. A photodiode
operating under this condition is called an avalanche photodiode (APD).

Receiver Noise

A typical receiver (O-E converter) consists of a photodetector followed by a front-end
electronic amplifier and a decision circuit. The main types of noise in an optical receiver
are as follows.

• Quantum noise or shot noise arises from random electron generations when light
hits the detection surface of a photodetector. It sets a lower limit on the receiver
sensitivity when other types of noise are minimized. The quantum noise depends
on the signal power, i.e. a higher signal power leads to more quantum noise. It is
observed that the statistics of electron generation follows a Poisson process.

• Dark current is the current flow when there is no light incident on the photodetector.
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Figure 2.28: External modulation [RSS10].

Figure 2.29: Photon absorption in the photodetection process [RSS10].

• The electronic amplifier in the receiver circuitry introduces the thermal noise cur-
rent. Unlike the above two types of noise, which are in the optical domain, thermal
noise is in the electrical domain. Thermal noise can be modeled as a Gaussian
random process.

Typically, for a receiver using a pin photodiode, thermal noise dominates. However,
for an APD, quantum noise dominates.

2.7 Optical Switches

Several technologies are candidates for optical switches that do not require O-E conver-
sion. There is no clear winner yet. One candidate technology that receives a lot of interest
is a mechanical switch based on micro-electro-mechanical systems (MEMs). MEMS are
miniature mechanical devices typically fabricated on silicon substrates. A MEMS optical



2.7. OPTICAL SWITCHES 33

switch typically uses miniature movable mirrors. Typically, a MEM switch has the switch-
ing time of a few milliseconds. The simplest structure uses two-state pop-up mirrors as
shown in figure 2.30 [MMMT03].

The mirrors are organized according to the crossbar structure. A connection is set up
by raising a mirror. Such a switch is called a 2D MEMS switch, where 2D stands for two
dimensions. For an N × N 2D MEMS switch, we need a total of N2 mirrors. Since N2

grows quite fast with N , N is limited to about 32 in practice.

Figure 2.30: 2D MEMS switch with two-state pop-up mirrors [MMMT03].

In comparison, an N × N 3D MEMS switch uses 2N mirrors each of which can be
rotated on two axes, as shown in figure 2.31. In particular, 3D MEMS switches with
256 to 1000 ports are commercially available. The main challenge associated with a 3D
MEMS switch is the complexity in controlling these rotating mirrors with high precision.

More recently, a 1D MEMS switch has been proposed but only for small port counts,
e.g. 8 × 8 switches. In the 1D structure shown in figure 2.32, each mirror can rotate
freely only on one axis. In particular, each mirror can rotate vertically in the figure.
However, this one degree of freedom is sufficient to guide light to the second mirror which
rotates to guide light to the desired output port. Since switches with large port counts
can be constructed by interconnecting switches with smaller port counts, such a simple
construction of small switches is attractive due to its simplicity in implementation as well
as operation.

A 2 × 2 electro-optic switch uses the same principle as a lithium niobate external
modulator. Recall that such a modulator uses an MZI with a control voltage. By varying
the control voltage, the relative phase shift between the two signal paths are adjusted so
that the signals add in phase at output 1 for one control voltage and at output 2 for the
other voltage. The switching time of an electro-optic switch can be quite fast, typically
within 1 ns.

A 2× 2 thermo-optic switch is similar to an electro-optic switch except that the MZI
is controlled by temperature instead of voltage. However, the switching time is slower,
typically on the order of a few milliseconds.



34 CHAPTER 2. COMPONENTS OF WDM NETWORKS

Figure 2.31: 3D MEMS switch with two-state pop-up mirrors [MMMT03].

Figure 2.32: 1D MEMS switch [MMMT03].
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2.8 Final Notes

We shall end the chapter on basic WDM components with an excerpt from [BJB+97]
regarding why network designers should be aware of properties of optical components.

Designers of next-generation lightwave networks must be aware of the
properties and limitations of optical fiber and devices in order for their corre-
sponding protocols and algorithms to take advantage of the full potential of
WDM. Often, a network designer may approach the WDM architectures and
protocols from an overly simplified, ideal, or traditional-networking point of
view. Unfortunately, this may lead an individual to make unrealistic assump-
tions about the properties of fiber and optical components, and hence may
result in an unrealizable or impractical design.
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Chapter 3

Optical Transmissions

In this chapter, we focus on digital transmissions over an optical fiber. The most common
performance measure for digital transmission is the bit error rate (BER), which is the
ratio between the number of error bits and the total number of transmitted bits. We
shall start the discussion with on-off keying (OOK) modulation.

3.1 BER of OOK

A typical optical receiver contains a photodetector, a low-pass filter (e.g. matched filter),
a sampler circuit, and a decision circuit. Let Y denote the random variable associated
with the sample value. A threshold-based decision can be made by comparing Y with
the threshold voltage vth.

Denote the mean and variance of Y by boff and σ2
off when bit 0 is sent. Similarly, denote

the mean and variance of Y by bon and σ2
on when bit 1 is sent. For OOK, bon > boff . Since

quantum noise is intensity dependent, we have σ2
on > σ2

off . The overall noise can be
modeled as being Gaussian. Accordingly, Y is a Gaussian random variable in each case.

Assume that bit 0 and bit 1 are equally likely. We can then evaluate the BER, denoted
by Pe, as

Pe =
1

2
P0(vth) +

1

2
P1(vth), (3.1)

where P0(vth) and P1(vth) are the error probabilities given that bit 0 and bit 1 are sent
respectively. Let f(y|0) and f(y|1) denote the conditional probability density function
(PDF) of Y given that bit 0 and bit 1 are sent respectively. We can write

P0(vth) =

∫ ∞

vth

f(y|0)dy, P1(vth) =

∫ vth

−∞

f(y|1)dy. (3.2)

Figure 3.1 illustrates the signal values, the decision threshold, and the conditional PDFs
of Y [Kei10].

The optimal threshold vth can be found by setting dPe/dvth = 0, yielding

−f(vth|0) + f(vth|1) = 0. (3.3)

From the Gaussian noise assumption,

f(y|0) = 1
√

2πσ2
off

e
−

(y−boff)2

2σ2
off , f(y|1) = 1

√

2πσ2
on

e
− (y−bon)2

2σ2
on .

37
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Figure 3.1: Conditional PDFs of Y for threshold detection [Kei10].

By substituting f(vth|0) and f(vth|1) into (3.3) and taking the logarithm, it follows that

(vth − bon)
2

2σ2
on

− (vth − boff)
2

2σ2
off

+ log
σ2
on

σ2
off

= 0.

By approximating log σ2
on/σ

2
off to be negligible compared to other terms, we can write

bon − vth
σon

≈ vth − boff
σoff

,

leading to a simple expression for the optimal threshold

vth ≈ σonboff + σoffbon
σon + σoff

. (3.4)

The corresponding BER is

Pe ≈ Q
(
bon − vth

σon

)

= Q
(
vth − boff

σoff

)

= Q
(
bon − boff
σon + σoff

)

, (3.5)

where we use the Q function defined as

Q(x) =

∫ ∞

x

1√
2π

e−y2/2dy. (3.6)

For optical transmission, it is customary to define the Q factor as

Q =
bon − boff
σon + σoff

. (3.7)

The Q factor is often used to specify the BER performance. A typical value is Q = 6,
which corresponds to the BER of approximately 10−9. Figure 3.2 shows the BER as a
function of the Q factor.
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Figure 3.2: BER versus Q factor [Kei10].
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Quantum Limit of OOK

In a scenario in which there is only quantum noise, i.e. no dark current and no thermal
noise, the minimum optical power required for a given BER is called the quantum limit.

With no dark current, the receiver can only make an error when bit 1 is sent, i.e. no
quantum noise with no light. For threshold based detection, the corresponding decision
rule is to decide bit 1 when at least one photon is detected. Since the quantum noise has
the statistics of a Poisson process, the number of detected photons is a Poisson random
variable. Let N̄ denote the mean of this Poisson random variable. It follows that the
BER is

Pe =
1

2
e−N̄ (3.8)

For example, consider optical transmission operating at 850 nm. If we require the
BER of 0.5× 10−9, then e−N̄ = 10−9, yielding N̄ ≈ 20.7. At the bit rate of 10 Mbps, we
require 20.7/2 photons per 10−7 second. Thus, the minimum power required is

20.7

2

hc

λ
× 107 = −76.2 dBm.

Typical receivers operate around 20 dB above the quantum limit.

3.2 Coherent Detection

With additional receiver complexity, the BER can be improved using coherent detection,
which can distinguish between positive and negative signal amplitudes. We shall focus
on one type of coherent detection called homodyne detection, as shown in figure 3.3.

local oscillator

transmitted signal

photodetector

Figure 3.3: Homodyne detection.

Let s(t) be the transmitted signal on an optical carrier with frequency fc. For sim-
plicity, we assuming no signal degradation and no noise. The signal is mixed with a
local oscillator signal with amplitude l. The corresponding square-law or power detector
output is

|s(t)|2 + |l|2 + 2Re{ls(t)}.
Assume that l is real and |l|2 ≫ |s(t)|2. Note that this assumption is reasonable since
l is determined at the local oscillator. Consequently, we can neglect |s(t)|2, leaving
l2 + 2lRe{s(t)} from which we can extract the real part of s(t). The imaginary part of
s(t) can be obtained similarly. (Can you determine how?)

Coherent detection removes the nonnegativity constraint associated with intensity
modulation followed by direction detection (IM/DD). As a result, more bandwidth ef-
ficient modulation schemes such as quadrature amplitude modulation (QAM) can be
employed for optical transmission. However, most practical systems still rely on OOK.
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3.3 Power Budget

A power budget accounts for various types of loss (equivalently attenuation) along the
link, including fiber connector loss, splice loss, and fiber loss. The goal is to ensure that
there is a sufficient signal power at the receiver. The minimum receive power required is
referred to as the receiver sensitivity.

In practice, instead of designing a power budget so that the receive power is exactly
equal to the receiver sensitivity, it is common to provide 6-8 dB of additional link margin
to account for miscellaneous losses that are not accounted for in the system model.

A simple power budget takes into account the connector losses, fiber loss, and the
system margin. Let lcon denote the connector loss (in dB for each connector), and Ncon

denote the number of fiber connectors used along the link. Let αatt denote the fiber loss
(in dB/km). Let lmargin denote the link margin (in dB). Finally, let Ptx and Prx denote the
transmit power (in dBm) and the receiver sensitivity (in dBm) respectively. The power
budget requires that

Ptx −Nconlcon − αattL− lmargin ≥ Prx. (3.9)

Example 3.1 (from [Kei10]): Consider computing the maximum transmission dis-
tance for a transmission link with the following characteristics.

Parameter Value
Wavelength 850 nm
Bit rate 20 Mbps
BER requirement ≤ 10−9

GaAlAs LED transmit power (Ptx) −13 dBm
Si pin photodiode receiver sensitivity (Prx) −42 dBm
Connector loss (lcon) 1 dB
Number of connectors (Ncon) 2 (1 at transmitter/receiver)
System margin (lmargin) 6 dB
Fiber loss (αatt) 3.5 dB/km

From (3.9), the maximum transmission distance is computed as1

L =
Ptx −Nconlcon − lmargin − Prx

αatt

=
−13− 2× 1− 6− (−42)

3.5
= 6 km.

Figure 3.4 shows a graphical representation of this link power budget. �

Example 3.2 (from [Kei10]): Consider evaluating a SONET/SDH OC-48 transmis-
sion link with the following link parameters.

1Note that some given parameters, e.g. wavelength and BER, are not used directly in the power budget
computation. However, they must already be taken into account by some other system parameters. For
example, the receiver sensitivity must take into account the BER requirement.
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Figure 3.4: Graphical representation of a power budget [Kei10].

Parameter Value
Wavelength 1550 nm
Bit rate 2.5 Gbps
Laser diode transmit power (Ptx) 3 dBm
InGaAs APD receiver sensitivity (Prx) −32 dBm
Jumper cable loss (for connecting fibers 3 dB

to equipment rack)
Number of jumper cables 2 (1 at transmitter/receiver)
Connector loss (lcon) 1 dB
Number of connectors (Ncon) 4 (2 at transmitter/receiver)
System margin (lmargin) 6 dB
Fiber loss (αatt) 0.3 dB/km
Fiber length (L) 60 km

Note that, in addition to fiber and connector losses, there are jumper cable losses in
this example. The link budget is verified below.

3− 4× 1− 60× 0.3− 3× 2− 6 = −31 ≥ −32 dBm

Since the receive power is greater than the receiver sensitivity, the transmission link
budget is valid. �

Power Budget with Optical Amplification

A power budget involving an optical amplifier needs to take into account the fact that
the amplifier gain depends on the total input power. For a low input power, the amplifier
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gain is constant. However, when the input power is high, the amplifier operates in the
saturation region. In this region, a higher input power leads to a lower amplifier gain.
The following example provides a concrete example of how an amplifer gain is taken into
account. In addition, WDM is also taken into consideration.

Example 3.3 : Consider a power budget for a WDM transmission link with 4 wave-
length channels as shown in figure 3.5. Assume that each transmitter has the transmit
power (Ptx) equal to 0 dBm; each receiver has the receiver sensitivity (Prx) equal to −30
dBm. Each connector loss (lcon) is equal to 1 dB. Each MUX and DMUX has a 2-dB
insertion loss. The fiber attenuation (αatt) is 0.1 dB/km. Finally, the desired link margin
(lmargin) is 6 dB.

Figure 3.5: WDM transmission link with optical amplification.

Without optical amplification, the receive power (in dBm) on each wavelength channel
is

0 dBm
︸ ︷︷ ︸

transmit power

− 5× 1 dB
︸ ︷︷ ︸

connector loss

− 2 dB
︸︷︷︸

MUX loss

− 0.1× 200 dB
︸ ︷︷ ︸

fiber loss

− 2 dB
︸︷︷︸

DMUX loss

− 6 dB
︸︷︷︸

link margin

= −35 dBm.

Since the receive power is below the receiver sensitivity, i.e. −30 dBm, the system cannot
operate reliably.

To increase the receive power, the connector in the middle of the link can be replaced
with an EDFA with two connectors, as shown in figure 3.5. The EDFA gain is assumed
equal for all wavelength channels with the gain profile shown in figure 3.6.

Accordingly, the input power to the EDFA from each wavelength channel is

0 dBm
︸ ︷︷ ︸

transmit power

− 3× 1 dB
︸ ︷︷ ︸

connector loss

− 2 dB
︸︷︷︸

MUX loss

− 0.1× 100 dB
︸ ︷︷ ︸

fiber loss

= −15 dBm.

The total input power for the EDFA is −15 + 6 = −9 dBm, i.e. adding 6 dB for 4
wavelength channels. From the gain profile, the total output power is −9 + 9 = 0 dBm.
It follows that the output power for each wavelength channel is 0− 6 = −6 dBm.

Finally, the receive power on each wavelength channel is

−6 dBm
︸ ︷︷ ︸

EDFA output power

− 3× 1 dB
︸ ︷︷ ︸

connector loss

− 2 dB
︸︷︷︸

DMUX loss

− 0.1× 100 dB
︸ ︷︷ ︸

fiber loss

− 6 dB
︸︷︷︸

link margin

= −27 dBm,

which is greater than the receiver sensitivity, i.e. −30 dBm. Hence, the power budget is
valid after the use of EDFA. �
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Figure 3.6: EDFA gain versus total input power.

3.4 Rise-Time Budget

A rise-time budget is for verifying that the total dispersion on a transmission link is
acceptable. The total rise time of a link, denoted by ttotal, is the root sum square of rise
times from several factors

ttotal =
√

t2tx + t2chro + t2mod + t2rx, (3.10)

where ttx is the transmitter rise time, tchro is the rise time due to chromatic dispersion,
tmod is the modal dispersion rise time (not applicable for single-mode fiber), and trx is
the receiver rise time.

For practical purposes, the rise-time limits can follow the following rules [Kei10]. Let
Tbit denote the transmission bit period.

• For non-return-to-zero (NRZ) modulation: ttotal ≤ 0.70× Tbit

• For return-to-zero (RZ) modulation: ttotal ≤ 0.35× Tbit

The value of ttx is in general known to the transmission engineer; it depends on the
light source and its drive circuitry. The value of trx depends on the photodetector and
the 3-dB electrical bandwidth of the receiver front end. The response of the receiver front
end is typically modeled as a lowpass filter whose respose is

h(t) =
(
1− e−2πBrxt

)
u(t), (3.11)

where Brx is the 3-dB receiver bandwidth and u(t) is the unit step function, i.e. u(t) = 1
for t ≥ 0 and u(t) = 0 for t < 0. The 10-to-90-percent rise time is taken as the value of
trx, and is equal to

trx = 0.35/Brx. (3.12)

The value of tchro for a single-mode fiber is given by

tchro = |D|Lσλ, (3.13)

where D is the dispersion parameter, L is the fiber length, and σλ is the 3-dB transmit-
ter bandwidth. A practical link may have multiple fiber sections. In such a case, the
computation of |D| can be done using the average value.

The value of tmod is related to the 3-dB optical bandwidth of the fiber; pulse spreading
is inversely proportional to this value. Let B0 be the 3-dB optical bandwidth for a 1-km
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fiber (in Hz); it is also called the bandwidth-distance product of an optical fiber. From
empirical evidences, the optical bandwidth for a fiber (possibly with multiple sections)
of length L (in km) is approximated by

BM(L) = B0/L
q. (3.14)

The typical range of q is 0.5-1; a reasonable estimate is 0.7. In addition, tmod (in ns) is
reasonably approximated as

tmod = 0.44Lq/B0. (3.15)

The total rise time is therefore

ttotal =

√

t2tx + (DLσλ)
2 +

(
0.44Lq

B0

)2

+

(
0.35

Brx

)2

. (3.16)

Example 3.4 (from [Kei10]): Consider the rise-time budget based on the following
transmission link parameters.

Parameter Value
Bit rate 20 Mbps
LED transmitter rise-time (ttx) 15 ns
LED transmitter spectral width (σλ) 40 nm
Total chromatic dispersion (|D|Lσλ) 21 ns
Receiver bandwidth (Brx) 25 MHz
Fiber bandwidth-distance product (B0) 400 MHz·km
Fiber length (L) 6 km
The q parameter (q) 0.7
Fiber type multimode
Modulation format NRZ

The total rise-time is

ttotal =

√

(15× 10−9)2 + (21× 10−9)2 +

(
0.44× 60.7

400× 106

)2

+

(
0.35

25× 106

)2

≈ 29.6 ns.

Note that ttotal is below the required threshold of 0.7× Tb =
0.7

20 Mbps
= 35 ns. �

Example 3.5 (from [Kei10]): Consider the rise-time budget based on the following
transmission link parameters.

Parameter Value
Bit rate 2.5 Gbps
1550-nm laser transmitter rise-time (ttx) 25 ps
1550-nm laser spectral width (σλ) 0.1 nm
Chromatic dispersion (|D|) 2 ps/nm/km
InGaAs APD receiver bandwidth (Brx) 2.5 GHz
Fiber bandwidth-distance product (B0) 400 MHz·km
Fiber length (L) 60 km
The q parameter (q) 0.7
Fiber type single-mode
Modulation format NRZ
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The total rise-time is

ttotal =

√

(25× 10−12)2 + (2× 60× 0.1× 10−12)2 + 0 +

(
0.35

2.5× 109

)2

≈ 0.143 ns,

where tmod is set to 0 since single-mode fibers are used. Note that ttotal is below the
required threshold of 0.7× Tb =

0.7
25 Gbps

= 0.28 ns. �

Attenuation Limit and Dispersion Limit

The power budget yields one value of the maximum transmission distance. In addition,
the rise-time budget yields another value of the maximum distance. The resultant maxi-
mum distance is the minimum of these two distances. If the resultant maximum distance,
which is referred to as the optical reach, is equal to the limit set by the power budget,
then the optical reach corresponds to the attenuation limit. Otherwise, it corresponds to
the dispersion limit.

Figure 3.7 shows a typical behavior of a transmission link operating in the 1550-nm
wavelength band using a single-mode fiber. One set of plots corresponds to the attenua-
tion limits based on pin photodiode and APD respectively. The other set corresponds to
dispersion limits using RZ and NRZ modulation formats respectively. Observe that the
attenuation limit determines the optical reach when the bit rate is relatively low (roughly
below 1 Gbps). At high bit rates, the optical reach is determined by the dispersion limit.

Figure 3.7: Typical transmission distance limits due to attenuation and dispersion for a
single-mode fiber [Kei10].
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3.5 Line Coding

For optical transmissions of information bits, we often encode transmitted bits so that
the timing information can be recovered at the receiver. This process of bit encoding is
called line coding.2 For an mBnB line code, a block of m information bits are mapped
to n > m transmitted bits. These n bits are then transmitted using either NRZ or RZ
modulation. Note that, by using a mBnB line code, the transmitted bit rate is increased
a factor of n/m. An example of 4B5B line code is shown below. (The code construction
method is not discussed here.) Note that each codeword is such that there is at least one
level transition that can be used to obtain the timing information.

symbol 4B 5B symbol 4B 5B
0 0000 11110 8 1000 10010
1 0001 01001 9 1001 10011
2 0010 10100 A 1010 10110
3 0011 10101 B 1011 10111
4 0100 01010 C 1100 11010
5 0101 01011 D 1101 11011
6 0110 01110 E 1110 11100
7 0111 01111 F 1111 11101

The following table lists common mBnB line codes together with their key perfor-
mance parameters. In particular, Nmax is the longest number of consecutive identical
bits; a smaller Nmax allows for more accurate timing recovery. The parameter Ndisp is
the upper bound on the accumulated disparity between bits 0 and 1. Finally, U is the
percentage of n-bit codewords that are not used.

line code n/m Nmax Ndisp U
3B4B 1.33 4 ±3 25%
6B8B 1.33 6 ±3 75%
5B6B 1.20 6 ±4 28%
7B8B 1.14 9 ±7 27%
9B10B 1.11 11 ±8 27%

2In addition to line coding, error control coding can also be used to increase the transmission reliability.
Since conventional error control codes, e.g. Hamming codes, can be used for optical transmissions, we
do not discuss them here.



48 CHAPTER 3. OPTICAL TRANSMISSIONS



Chapter 4

Wavelength-Routed WDM Networks

A wavelength division multiplexing (WDM) network in which a transmission wavelength
can be reused in different parts of the network is referred to as a wavelength-routed
network. This is in contrast with a broadcast network in which a transmission wavelength,
once used, carries the same traffic to all parts of the network. A wavelength-routed WDM
network requires the use of switches at network nodes. We shall focus on wavelength-
routed WDM networks consisting of transparent optical switching nodes. However, for
comparison, we shall occasionally refer to opaque optical switching nodes.

A connection between two end nodes whose traffic is switched only in the optical
domain at intermediate nodes is referred to as a lightpath. To set up a lightpath, we
need to specify a path in the network as well as a wavelength to be used.1 Accordingly,
in a wavelength-routed WDM network, the routing problem becomes the routing and
wavelength assignment (RWA) problem. We shall spend a considerable amount of efforts
in solving the RWA problem in this chapter.

The RWA problem can be considered under two traffic types: static and dynamic. For
static traffic, the RWA problem can in general be expressed as an optimization problem
and solved using an optimization software tool. For dynamic traffic, the RWA problem
typically requires an algorithm for the network to operate in a dynamic fashion. We shall
discuss both traffic types in this chapter.

Since a lightpath can potentially carry a large amount of traffic, a single link or node
failure in a WDM network can affect a lot of traffic sessions. Therefore, it is desirable for
the network to be able to recover from a link or node failure. Such failure recovery will
also be discussed.

Throughout the chapter, we assume that the physical topology of a WDM network
of interest is given. The physical topology of a WDM network is often determined by
existing infrastructures on which the network can be constructed, including highways,
railroads, power grids, and legacy high-speed networks.

1We shall use the term “path” to refer to a set of connected directed links. We shall use the term
“routing” to refer to the process of finding a path or a set of candidate paths for each source-destination
pair.

49
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4.1 Basics in Graph Theory

Basic Graph Terminologies

A graph G is determined by a set of nodes, denoted by N , and a set of links, denoted by
L.2 A graph G is often written as G(N ,L) to explicitly specify its set of nodes and its
set of links.

If a link has a direction associated with it, then it is called a directed link. Otherwise,
it is called an undirected link. A graph in which all links are directed is called a directed
graph. Similarly, a graph in which all links are undirected is called an undirected graph.
Figure 4.1 shows examples of directed and undirected graphs.

1 2

3

4

5

directed graph undirected graph

Figure 4.1: Examples of directed and undirected graphs

When there are parallel links between the same node pair, a graph is called a multi-
graph. If a link corresponds to an optical fiber, then a multigraph refers to a wavelength
division multiplexing (WDM) network in which there can be more than one fiber from
one node to another. If a link connects some node to itself, it is called a loop. For the
purpose of this course, it is sufficient to consider graphs without loops.

A graph G ′(N ′,L′) is a subgraph of graph G(N ,L) if it satisfies two conditions: (i)
N ′ ⊂ N , and (ii) each link l ∈ L is in L′ if and only if both end nodes of l are in
N ′. Notice that, for graph G(N ,L), its subgraph G ′(N ′,L′) is completely determined by
specifying only N ′. Figure 4.2 shows examples of subgraphs for the undirected graph in
figure 4.1.

1 2

3

4

2

3

4

5 3

4

5

1 2

3

4

2

3

4

5 3

4
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Figure 4.2: Examples of subgraphs for the undirected graph in figure 4.1.

A path in graph G(N ,L) is a sequence of nodes n0, n1, . . . , nH such that there is a link
from n0 to n1, from n1 to n2, and so on until from nH−1 to nH . In addition, the value

2A node is also called a “vertice”. A link is also called an “edge” or an “arc”.
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H is called the hop length of the path. A graph is connected if there is a path from each
node to any other node. A cut of a connected graph is a subset of links whose removal
makes the graph not connected. For example, in figure 4.1, {b, j} is a cut that separates
node 5 from the other nodes; {b, f, l} is a cut that separates nodes 1 and 5 from the other
nodes.

For an undirected graph, the degree of a node is the number of links that are adjacent
to it, where each loop is counted twice. For example, in the undirected graph in figure 4.1,
the degrees of nodes 2, 3, and 4 are 3, 2, and 4 respectively. We shall denote the degree
of node n by deg(n).

For a directed graph, the in-degree of a node is the number of links going into the
node, while the out-degree of a node is the number of links coming out from the node.
For example, in the directed graph in figure 4.1, the in-degrees of nodes 2, 3, and 4 are
3, 2, and 4 respectively. The out-degrees are the same as the in-degrees in this case, but
need not be so in general.

Node Coloring

We now discuss a fundamental graph problem which is related to wavelength assignments
of lightpaths in wavelength division multiplexing (WDM) networks; the relationship will
be shown later on. Given an undirected graph G(N ,L), consider coloring the nodes in
N such that no two adjacent nodes have the same color. The problem of coloring all
the nodes in this fashion using the minimum number of colors is called the node coloring
problem. The associated minimum number of colors is called the chromatic number of a
graph, denoted by χ(G). Figure 4.3 shows an example of node coloring of an undirected
graph with χ(G) = 3. Can you argue that χ(G) = 3?3

1

4

5 3

2

Figure 4.3: Optimal node coloring of an undirected graph.

Node coloring of a general graph is known to be NP-complete [GJ79]. Accordingly,
several heuristics based on the sequential coloring approach have been developed. As the
name suggests, in sequential coloring, we color the nodes of a graph one by one. In each
step, we do not change the colors of the previously colored nodes and reuse an old color
if possible, starting from the first used to the last used colors. The following example
indicates that sequential coloring may not yield an optimal coloring that uses χ(G) colors.

Example 4.1 : Consider sequential coloring of the undirected graph in figure 4.3 in
the following node order: 3, 4, 5, 2, 1. Note that we need to use 4 colors even though
χ(G) = 3. �

3The given undirected graph contains a subgraph with 3 nodes that are fully connected. It follows
that χ(G) ≥ 3. The given node coloring shows that χ(G) ≤ 3. Hence, χ(G) = 3.
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We now discuss two known heuristics called largest-first (LF) and smallest-last (SL)
sequential coloring algorithms [MMI72]. Before doing so, it is helpful to establish a
simple upper bound on χ(G). In what follows, let deg(n) denote the degree of node n.

Theorem 4.1 : For an undirected graph G(N ,L),

χ(G) ≤ 1 + max
n∈N

deg(n). (4.1)

Proof: Consider coloring the nodes in N one by one in an arbitrary order. At each
step, the node to be colored is connected to at most maxn∈N deg(n) nodes. In the
worst case, these nodes are already colored using maxn∈N deg(n) distinct colors. Having
1 + maxn∈N deg(n) colors available, we can always color the next node in each step. �

LF Sequential Coloring

Consider an undirected graph G(N ,L). Let N = |N |. First, order the nodes in N
to obtain a sequence n1, . . . , nN such that deg(n1) ≥ . . . ≥ deg(nN). Then, perform
sequential coloring in this node order. Intuitively, for graphs with only a few nodes
with large node degrees, coloring these nodes first will avoid the need for as many as
1 + maxn∈N deg(n) colors.

Let 〈n1, . . . , ni〉 denote the subgraph of G determined by the set of nodes {n1, . . .,
ni}. In addition, let deg{n1,...,ni}(ni) be the degree of ni in 〈n1, . . . , ni〉. From the proof of
theorem 4.1, it follows that, in each step i, having 1 + deg{n1,...,ni}(ni) colors is sufficient.
Therefore, we obtain the following upper bound on the number of colors used in sequential
coloring, which is also an upper bound on χ(G).

χ(G) ≤ 1 + max
i∈{1,...,N}

deg{n1,...,ni}(ni) (4.2)

Example 4.2 : In performing LF sequential coloring on the undirected graph in 4.3,
one possible node order is: 4, 1, 2, 5, 3. It is easy to verify that χ(G) = 3 colors are
used. Note that the corresponding upper bound obtained from LF sequential coloring is
χ(G) ≤ 3. �

SL Sequential Coloring

In several cases, the number of colors used by LF sequential coloring can be reduced by
performing SL sequential coloring. The main idea of SL sequential coloring is to order
the nodes in N such that the upper bound expression in (4.2) is minimized. We show
below that the following node ordering minimizes the upper bound.

1. Set nN to be a node with the minimum node degree in G, i.e.

nN = argmin
n∈N

degN (n).
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2. For i = N−1, . . . , 1 (in the decreasing order), set ni to be a node with the minimum
degree in the subgraph determined by N − {ni+1, . . . , nN}, i.e.

ni = arg min
n∈N−{ni+1,...,nN}

degN−{ni+1,...,nN}(n).

Theorem 4.2 : The SL sequential coloring procedure minimizes the upper bound χ(G) ≤
1 + maxi∈{1,...,N} deg{n1,...,ni}(ni).

Proof:†4 Define a slicing of graph G(N ,L) to be a sequence of nodes nN , . . . , n1 inN that
we shall remove from the graph one by one. For a slicing Z, let GZ,N , . . . ,GZ,1 denote the
subgraphs with N to 1 nodes respectively according to Z. In addition, let nZ,N , . . . , nZ,1

denote the sequence of nodes that are removed one by one according to Z.
Define the width of slicing Z as

w(Z) = max
i={1,...,N}

degGZ,i
(nZ,i)

In other words, w(Z) is the maximum node degree (in the remaining subgraph) among
the nodes that are removed in each step according to Z.

Denote the slicing according to the SL procedure by Z∗. Recall that, in each step, we
remove the node with the minimum degree in the remaining subgraph. Let GZ∗,i∗ be the
subgraph according to Z∗ such that w(Z∗) = degGZ∗,i∗

(nZ∗,i∗). From the property of SL

node ordering, w(Z∗) = minn∈GZ∗,i∗
degGZ∗,i∗

(n).
Consider now any other slicing Z. Let nZ,i be the node in GZ∗,i∗ that is removed first

according to Z. At the time of the removal of nZ,i, we must have

degGZ,i
(nZ,i) ≥ min

n∈GZ∗,i∗
degGZ∗,i∗

(n) = w(Z∗),

which implies that w(Z) ≥ w(Z∗).
Finally, note that the upper bound expression in (4.2) according to slicing Z can be

written as χ(G) ≤ 1 + w(Z). It follows that SL slicing Z∗ minimizes the upper bound
expression. �

4.2 Static RWA for Wavelength-Routed WDM Net-

works

In this section, we investigate the RWA problem with static traffic. We start by mak-
ing the following assumption. The amount of traffic for each source-destination (s-d)
pair is in wavelength units. For example, one wavelength unit may refer to the OC-48
transmission rate of 2.5 Gbps.

Given the static traffic demands, solving the RWA problem is equivalent to allocating
transmission capacities, i.e. wavelength channels, as well as the wavelength for each
lightpath. Before we introduce an optimization framework for the RWA problem, we
present a simple example to demonstrate that the RWA problem is not a trivial problem.

4The materials marked with “†” are optional. You will not be responsible for them in the exams.
This proof is adapted from [MMI72].
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Example 4.3 (Non-triviality of static RWA): Consider a simple network with three
nodes connected to a common hub, as shown in figure 4.4. Assume that each node needs
to set up one lightpath to each of the other two nodes. Note that there is no routing
problem since there is a unique path for each s-d pair. There are altogether six lighpaths
as shown in the left diagram. It remains to assign wavelengths to these six lightpaths.

The middle diagram shows what can happen with a greedy wavelength assignment. In
particular, we assign wavelength λ1 (shown with dashed lines) for the lightpaths between
nodes 1 and 2, and wavelength λ2 (shown with solid lines) for the lightpaths between nodes
1 and 3. At this point, a lightpath from node 2 to node 3 needs the third wavelength
since λ1 is used on the first link while λ2 is used on the second link. A more careful
assignment would only uses two wavelengths, as shown in the right diagram. �

1

2 3

1

2 3

1

2 3

lightpathsfor
wavelength
assignments

Greedy assignment
may use up to
3 wavelengths.

Optimal assignment
uses 2 wavelengths.

1

2 3

1

2 3

1

2 3

lightpathsfor
wavelength
assignments

Greedy assignment
may use up to
3 wavelengths.

Optimal assignment
uses 2 wavelengths.

Figure 4.4: Non-triviality of static RWA.

4.2.1 Analytical Solutions for Static RWA

In certain specific cases, it is possible to solve the RWA problem analytically. In partic-
ular, we shall consider static RWA for uniform all-to-all traffic in which each node sends
one traffic unit, i.e. one wavelength unit, to each of the other nodes. In fact, we have used
this uniform all-to-all traffic already in example 4.3. We shall focus on RWA for uniform
all-to-all traffic for star and bi-directional ring topologies. Similar results for tree, torus,
and hypercube topologies are available in [MBLN93] and [Sae02].

Our goal of solving the RWA problem is to minimize the number of wavelengths
required to support a given set of traffic demands. For convenience, let Wmin denote this
minimum number of wavelengths. Using fewer wavelengths for a given traffic is desirable
since we need not provide equipments on the remaining wavelength channels until they
are really needed. Before discussing RWA solutions, it is useful to derive a simple lower
bound on the number of wavelengths required.

Cut-Set Lower Bound

Consider a WDM network represented as graph G(N ,L), where N refers to the set of
nodes and L refers to the set of fibers.5 A cut in G can be used to establish a simple lower
bound on Wmin. The lower bound is in fact valid for WDM networks using electronic,
opaque optical, or transparent optical switching node architectures.

As an example, consider the WDM network shown in figure 4.5. Suppose there are
three source-destination (s-d) pairs: 5-1, 5-2, and 5-3. Each s-d pair has one wavelength

5When there are possibly multiple fibers from one node to another, the graph G is in fact a multigraph.
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unit of traffic to transmit. The cut {b, j} can be used to argue that at least two wave-
lengths are needed as follows. There are two fibers across this cut from node 5 to the
rest of the nodes. Thus, three wavelength units of traffic that leaves from node 5 must
travel over these two fibers. It follows that at least one of these two fibers must carry
⌈3/2⌉ = 2 wavelength channels, yielding Wmin ≥ 2.

Figure 4.5: Example RWA network for the cut set lower bound on Wmin.

In general, if a cut involves F fibers and T wavelength units of traffic, then we can
write

Wmin ≥ ⌈T/F ⌉. (4.3)

The best lower bound on Wmin can be obtained by searching for the cut that yields the
largest value of the lower bound. Such a lower bound on Wmin is referred to as the cut-set
lower bound.

Star Topology

Consider a star network with N nodes connected to a central hub, as shown in figure 4.6.
We now show that uniform all-to-all traffic can be supported using N − 1 wavelengths.
Let Wmin(N) denote the minimum number of wavelengths required to support the traffic
among N nodes. Note that the hub node does not send or receive any traffic. By taking
any fiber going to the hub as a cut, we see that N − 1 wavelengths have to travel from
the user node across this cut. Since this cut contains just one fiber, it follows that the
cut-set lower bound is Wmin(N) ≥ N − 1.

node 0

node 2

node 3

node 1
node

N – 1

. . .
hub

node 0

node 2

node 3

node 1
node

N – 1

. . .
hub

Figure 4.6: N -node star network. Adjacent nodes are connected by two fibers, one in
each direction.

Assume that W wavelengths on each fiber are indexed by 0, 1, . . . ,W −1. In addition,
assume that the N nodes are indexed by 0, 1, . . . , N−1. To show that Wmin(N) ≤ N−1,
consider the wavelength assignment in which node i transmits to node j, where j 6= i, on
wavelength

wi→j = (j − i) mod N (4.4)
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In addition, consider using only wavelengths 1 to N − 1, i.e. wavelength 0 is not used.
We argue that there is no wavelength collision among lightpaths on any fiber as

follows. For any fiber entering the hub node, the N − 1 lightpaths are from the same
source (i.e. fixed i) but go to different destinations (i.e. j varying from i+1 to (i+N−1)
mod N). According to the wavelength assignment in (4.4), these N − 1 lightpaths use
distinct wavelengths and thus do not cause any wavelength collision.

Similarly, for any fiber leaving from the hub node, the N − 1 lightpaths go to a
common destination (i.e. fixed j) but are from different sources (i.e. i varying from j+1
to (j +N − 1) mod N). According to the wavelength assignment in (4.4), these N − 1
lightpaths use distinct wavelengths and thus do not cause any wavelength collision.

In summary, there is no wavelength collision on any fiber. Since the above wavelength
assignment uses N − 1 wavelengths, we conclude that Wmin(N) ≤ N − 1, which together
with the cut-set lower bound yields Wmin(N) = N − 1.

Bi-Directional Ring Topology

Consider a bi-directional ring with N nodes as illustrated in figure 4.7. Let Wmin(N)
denote the minimum number of wavelengths required to support the traffic among N
nodes. We now show that, for N odd and N ≥ 3, the value of Wmin(N) is given by

Wmin(N) =
N2 − 1

8
. (4.5)

node 

node 3

node 

node node N

...

node 

node 3

node 

node node N

...

Figure 4.7: N -node bi-directional ring network. Adjacent nodes are connected by two
fibers, one in each direction.

We first establish a cut-set lower bound on Wmin(N). Consider a cut that separates
nodes 1, . . . , N−1

2
from transmitting to the other nodes. This cut contains two fibers. The

amount of traffic across this cut is
(
N−1
2

) (
N+1
2

)
= N2−1

4
wavelength units, yielding6

Wmin(N) ≥
⌈
(N2 − 1)/4

2

⌉

=

⌈
N2 − 1

8

⌉

=
N2 − 1

8
.

To show that Wmin(N) ≤ N2−1
8

, we proceed by mathematical induction. In the base

case with N = 3, it is trivial that 32−1
8

= 1 wavelength is sufficient to support all-to-all

uniform traffic. For the inductive step, assume that N2−1
8

wavelengths are sufficient for N
nodes and consider an (N+2)-node ring. We find a new RWA by inserting two new nodes

6Note that, for N odd, N2−1
8 = (N−1)(N+1)

8 is always an integer since one of (N − 1) and (N + 1) is
divisible by 4 while the other is divisible by 2.
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so that they are N+1
2

hops apart, as shown in figure 4.8. The RWA of the lightpaths not
terminated (i.e. transmitted or received) at the two new nodes remain the same, although
their path lengths may increase. The RWA of the lightpaths terminated at the new nodes
is shown in figure 4.8. In particular, the RWA is chosen based on shortest path routing
(in terms of hop counts) and efficient wavelength reuse such that each new wavelength is
used on every fiber.

N= 3

N= 5

existing node new node

Only new lightpathsare shown.

N= 3

N= 5

existing node new node

Only new lightpathsare shown.

Figure 4.8: RWA update step for turning an N -node ring into an (N + 2)-node ring.

According to straightforward counting based on figure 4.8, the update step requires
N+1
2

additional wavelengths. Thus, the total number of wavelengths used for the (N+2)-

node ring is equal to N2−1
8

+ N+1
2

= (N+2)2−1
8

, yielding the bound

Wmin(N + 2) ≤ (N + 2)2 − 1

8
,

which completes the mathematical induction. We conclude that Wmin ≤ N2−1
8

, which

together with the cut-set lower bound yields Wmin(N) = N2−1
8

. Finally, for N even
and N ≥ 4, it can be shown that Wmin(N) = ⌈N2/8⌉ using similar but slightly more
complicated arguments, e.g. [Sae02, sec.3.2].

4.2.2 ILP Formulation of Static RWA

In this section, we shall formulate the RWA problem with static traffic as an integer
linear programming (ILP) problem. An ILP problem is an optimization problem in which
decision variables are real or integer variables while the objective and constraint functions
are linear functions of decision variables.7

Before treating the RWA problem, let us consider only the routing problem for sim-
plicity. This problem is applicable for wavelength-routed networks with opaque optical
switching nodes. Below is an ILP formulation for static routing. We assume that the
objective is to minimize the total link cost used to support the given static traffic. The
decision variables correspond to traffic flows on individual links.

In the first ILP formulation, we make the following assumption. There is no restriction
on path selection for each s-d pair. In practice, there may be a distance limitation beyond

7In some literatures, all decision variables in an ILP problem must be integer variables. When there
are both real and integer variables, the problem is referred to as a mixed integer linear programming
(MILP) problem.
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which the physical impairment, e.g. attenuation or dispersion, is too large for reliable
transmission. This distance limitation is referred to as the optical reach.

For convenience, let Z+ denote the set of nonnegative integers, i.e. Z
+ = {0, 1, . . .}.

In defining notations, attempts are made in using superscripts for the indices of end-
to-end quantities, e.g. s-d pair. Similarly, subscripts are used for the indices of link
quantities, e.g. link and wavelength channel on a link. In what follows, a link refers to
the connectivity between two nodes and may correspond to more than one fiber.8

Static Routing Problem

Given information
Network parameters

• W : set of wavelength channels in each fiber

• N : set of nodes

• L: set of links

• αl: cost per wavelength channel in using link l

• Fl: number of fibers on link l

• L(n,·): set of links that leave from node n

• L(·,n): set of links that go to node n

Traffic parameters

• S: set of s-d pairs (with nonzero traffic)

• ts: integer traffic demand (in wavelength unit) for s-d pair s

Variables

• f s
l ∈ Z

+: traffic flow (in wavelength unit) on link l for s-d pair s

Objective

• The objective is to minimize the total cost of the wavelength channels that are used
to support the given static traffic.

minimize
∑

l∈L

αl

(
∑

s∈S

f s
l

)

Constraints

• Limited number of wavelength channels on each link, i.e. link capacity limitation

∀l ∈ L,
∑

s∈S

f s
l ≤ Fl|W|

8Alternatively, we can model each link as containing one fiber and use a multigraph. However, the
problem complexity is higher with this alternative approach.
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• Flow conservation and satisfaction of traffic demands

∀n ∈ N , ∀s ∈ S,
∑

l∈L(·,n)

f s
l −

∑

l∈L(n,·)

f s
l =







−ts, n = source of s
ts, n = destination of s
0, otherwise

• Integer constraints9

∀l ∈ L, ∀s ∈ S, f s
l ∈ Z

+

The overall optimization problem is as follows.

minimize
∑

l∈L

αl

(
∑

s∈S

f s
l

)

subject to

∀l ∈ L,
∑

s∈S

f s
l ≤ Fl|W|

∀n ∈ N , ∀s ∈ S,
∑

l∈L(·,n)

f s
l −

∑

l∈L(n,·)

f s
l =







−ts, n = source of s
ts, n = destination of s
0, otherwise

∀l ∈ L, ∀s ∈ S, f s
l ∈ Z

+

(4.6)

The computational complexity for solving an ILP problem typically depends on the
number of decision variables and the number of constraints. In the above ILP formulation,
the number of variables is |L||S|. The number of constraints (not including the integer
constraints) is |L|+ |N ||S|.

Static RWA

We next formulate an ILP problem for RWA by modifying the previous ILP formulation.
To pay attention to wavelength assignment, we change the decision variables from f s

l ’s
to f s

l,w’s to keep track of the traffic flows on individual wavelength channels of the links.
In addition, the additional variables f s

w’s are defined to facilitate the ILP formulation.

Given information

Network parameters

• W : set of wavelength channels in each fiber

• N : set of nodes

• L: set of links

• αl: cost per wavelength channel in using link l

9We may put more restriction on the value of fs
l by setting fs

l ∈ {0, 1, . . . , Fl|W|} since fs
l cannot

exceed Fl|W|. However, we use fs
l ∈ Z

+ for simplicity.
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• Fl: number of fibers on link l

• L(n,·): set of links that leave from node n

• L(·,n): set of links that go to node n

Traffic parameters

• S: set of s-d pairs (with nonzero traffic)

• ts: integer traffic demand (in wavelength unit) for s-d pair s

Variables

• f s
l,w ∈ Z

+: traffic flow (in wavelength unit) on wavelength w on link l for s-d pair s

• f s
w ∈ Z

+: total traffic flow (in wavelength unit) on wavelength w for s-d pair s

Objective

• The objective is to minimize the total cost of the links that are used to support the
given static traffic.

minimize
∑

l∈L

αl

(
∑

w∈W

∑

s∈S

f s
l,w

)

Constraints

• No wavelength collision on each link, i.e. each wavelength channel used at most Fl

times on link l

∀l ∈ L, ∀w ∈ W ,
∑

s∈S

f s
l,w ≤ Fl

• Flow conservation and wavelength continuity constraint

∀n ∈ N , ∀s ∈ S, ∀w ∈ W ,
∑

l∈L(·,n)

f s
l,w−

∑

l∈L(n,·)

f s
l,w =







−f s
w, n = source of s

f s
w, n = destination of s
0, otherwise

• Satisfaction of traffic demands

∀s ∈ S,
∑

w∈W

f s
w = ts

• Integer constraints

∀l ∈ L, ∀s ∈ S, ∀w ∈ W , f s
l,w ∈ Z

+

∀s ∈ S, ∀w ∈ W , f s
w ∈ Z

+
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The overall optimization problem is as follows.

minimize
∑

l∈L

αl

(
∑

w∈W

∑

s∈S

f s
l

)

subject to

∀l ∈ L, ∀w ∈ W ,
∑

s∈S

f s
l,w ≤ Fl

∀n ∈ N , ∀s ∈ S, ∀w ∈ W ,

∑

l∈L(·,n)

f s
l,w −

∑

l∈L(n,·)

f s
l,w =







−f s
w, n = source of s

f s
w, n = destination of s
0, otherwise

∀s ∈ S,
∑

w∈W

f s
w = ts

∀l ∈ L, ∀s ∈ S, ∀w ∈ W , f s
l,w ∈ Z

+

∀s ∈ S, ∀w ∈ W , f s
w ∈ Z

+

(4.7)

In the above ILP formulation, the number of variables is |L||W||S| + |S||W|. The
number of constraints (not including the integer constraints) is |L||W|+ |N ||S||W|+ |S|.

In general, it is difficult to manually solve an ILP problem. We shall discuss how
to use a free software package based on PuLP, GLPK, and Python to numerically solve
an ILP problem. Below are some examples of RWA solutions based on the above ILP
formulation.

Alternative ILP Formulations of RWA Problem

We now provide an alternative ILP formulation of the RWA problem. Since the decision
variables correspond to traffic flows on links in the previous ILP formulation, we shall
refer to the previous ILP formulation as the link-based formulation. As will be seen
shortly, the decision variables correspond to traffic flows on paths in the alternative ILP
formulation. Hence, we shall refer to the new formulation as the path-based formulation.

For the path-based formulation, we make the following assumptions. For each s-d
pair, there is a set of candidate paths each of which can be used to set up a lightpath, i.e.
shorter than the optical reach. Note that the assumption is somewhat milder compared
to what we previously assume for the link-based formulation, i.e. any path is shorter
than the optical reach. In particular, among the set of all possible paths for an s-d pair,
we can pick a subset of paths whose distances are shorter than the optical reach.10

The set of candidate paths for each s-d pair can be found before solving the ILP
problem for RWA. One common strategy is to use the k-shortest path algorithm that will
also be discussed later on. The k-shortest path algorithm finds, for each s-d pair, the
shortest path, the second shortest path, and so on up to the kth shortest path.

The path-based ILP formulation of the RWA problem is described as follows. As
before, the objective is to minimize the total link cost used to support the given static
traffic.

10However, there may be cases in which all paths of an s-d pair are longer than the optical reach. We
shall treat this case in an exercise.
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Given information

Network and traffic parameters

• W : set of wavelength channels in each fiber

• L: set of links

• αl: cost per wavelength channel in using link l

• Fl: number of fibers on link l

• S: set of s-d pairs (with nonzero traffic)

• ts: traffic demand (in wavelength unit) for s-d pair s

• Ps: set of candidate paths for s-d pair s

• P =
⋃

s∈S Ps: set of all paths

• Pl: set of paths (from all s-d pairs) that use link l

Variables

• f p
w ∈ Z

+: traffic flow (in wavelength unit) on wavelength w on path p

Objective

• The objective is to minimize the total cost of the wavelength channels that are used
to support the given static traffic.

minimize
∑

l∈L

αl

(
∑

w∈W

∑

p∈Pl

f p
w

)

Constraints

• No wavelength collision on each link, i.e. each wavelength channel used at most Fl

times on link l

∀l ∈ L, ∀w ∈ W ,
∑

p∈Pl

f p
w ≤ Fl

• Satisfaction of traffic demands

∀s ∈ S,
∑

w∈W

∑

p∈Ps

f p
w = ts

• Integer constraints

∀p ∈ P , ∀w ∈ W , f p
w ∈ Z

+
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Notice that, in the path-based formulation, the flow conservation constraint and the
wavelength continuity constraint are automatically satisfied by using flows on wavelength
channels along the paths as decision variables. The overall optimization problem is as
follows.

minimize
∑

l∈L

αl

(
∑

w∈W

∑

p∈Pl

f p
w

)

subject to

∀l ∈ L, ∀w ∈ W ,
∑

p∈Pl

f p
w ≤ Fl

∀s ∈ S,
∑

w∈W

∑

p∈Ps

f p
w = ts

∀p ∈ P , ∀w ∈ W , f p
w ∈ Z

+

(4.8)

In the above ILP formulation, the number of variables is |W||P|. The number of
constraints (not including the integer constraints) is |L||W|+ |S|.

Example 4.4 : Consider the network topology together with the static traffic demands
shown in figure 4.9. Assume that Fl = 1 and cl = 1 for all l ∈ L and |W| = 2. Note that
|S| = 8 and |L| = 14. In addition, assume the following set of candidate paths for each
s-d pair.

P1−3 = {1 → 2 → 3, 1 → 4 → 3} P4−2 = {4 → 2, 4 → 3 → 2}
P2−4 = {2 → 4, 2 → 1 → 4} P4−5 = {4 → 5, 4 → 1 → 5}
P3−1 = {3 → 2 → 1, 3 → 4 → 1} P5−3 = {5 → 4 → 3, 5 → 1 → 2 → 3}
P3−5 = {3 → 4 → 5, 3 → 2 → 1 → 5} P5−4 = {5 → 4, 5 → 1 → 4}

Each undirected link represents
two fibers, one for each direction.

1

4

5 3

2

Entry (s,d) in the traffic matrix is the
traffic demand from node s to node d.

Figure 4.9: Network topology and static traffic matrix for RWA example.

The corresponding numbers of variables and constraints are as follows.

Variables Count
f p
w |P||W| = 16× 2 = 32
TOTAL 32
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Constraints (not including integer constraints) Count
∀l ∈ L, ∀w ∈ W ,

∑

p∈Pl
f p
w ≤ Fl |L||W| = 14× 2 = 28

∀s ∈ S, ∑

w∈W

∑

p∈Ps f p
w = ts |S| = 8

TOTAL 28+8=36

Using the GLPK solver through Python/PuLP programming, we find the optimal
solution as illustrated in figure 4.10(a).11 Only paths with positive flows (i.e. established
lightpaths) are drawn in figure 4.10(a). The associated optimal cost is 12. For comparison,
figure 4.10(b) illustrates another solution obtained from setting |W| = 1 instead of |W| =
2. While the traffic can be supported using only one wavelength, the associated optimal
cost increases to 14. �

(a) (b)

1

4

5 3

2 1

4

5 3

2 1

4

5 3

2

Figure 4.10: Optimal solutions of static RWA: (a) |W| = 2, (b) |W| = 1.

4.3 Brief Discussion on ILP Problems

4.3.1 LP Problems

Since several students may not be familiar with optimization theory and techniques, this
section provides a brief introduction to optimization problems and their properties. The
discussion will be kept brief; more details can be found from class materials for the course
“AT77.19 Optimization for Communications and Networks.” We start with a discussion
on linear programming (LP) or linear optimization problems. The general form of an LP
problem is given below.

minimize c1x1 + . . .+ cNxN

subject to a11x1 + . . .+ a1NxN ≥ b1
...

aM1x1 + . . .+ aMNxN ≥ bM

where x1, . . . , xN are the decision variables, c1, . . . , cN are the objective or cost coefficients,
while b1, . . . , bM and a11, . . . , a1N , a21, . . . , aMN are the constraint coefficients. Note that
the objective as well as constraint functions are linear functions of decision variables. A
solution that satisfies all the constraints is called a feasible solution. A feasible solution
that minimizes the objective function value is called an optimal solution.

11The use of Python/PuLP programming will be covered separately.
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Note that, in the above LP problem, the objective and constraint functions are linear
combinations of the decision variables. For convenience, define the following matrix and
vector notations.

x =






x1
...
xN




 , c =






c1
...
cN




 ,b =






b1
...
bM




 ,A =






a11 · · · a1N
...

. . .
...

aM1 · · · aMN




 (4.9)

Accordingly, the general form of an LP problem can be expressed more compactly as
shown below.

minimize cTx

subject to Ax ≥ b
(4.10)

As an illustrative example, consider a diet problem whose objective is to minimize the
cost of a diet subject to a given nutritional requirement. Suppose that there are only two
food items whose costs and nutritional values are given below.

apple juice orange juice minimum intake (unit)
vitamin A (unit per glass) 1 2 2
vitamin B (unit per glass) 2 1 2

cost (unit per glass) 3 1

Let x1 and x2 be the amounts (in glass) of apple juice and orange juice respectively.
The associated LP problem is shown below.

minimize 3x1 + x2

subject to x1 + 2x2 ≥ 2

2x1 + x2 ≥ 2

x1, x2 ≥ 0 (4.11)

The feasible set is illustrated by the shaded region in figure 4.11.

feasible set

Figure 4.11: The feasible set of the example diet problem.

An optimal solution in this example can be found using the graphical approach as
illustrated in figure 4.12. In particular, several contour lines are drawn. Note that
c = (3, 1) is the direction of cost increase. From the contour lines, it is easy to see that
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feasible set
optimal
solution

direction of
cost increase

Figure 4.12: Using countour lines to find an optimal solution of the example diet problem.

the unique optimal solution is at the corner point (0,2) with the optimal cost equal to
2.12

In general, for an LP problem, an optimal solution may or may not exist depending
on the feasible set and the direction of the cost vector c, as illustrated in figure 4.13. In
particular, figure 4.13 shows three possibilities for the existence of an optimal solution
for an LP problem.

1. There exists a unique optimal solution at some corner point of the feasible set. This
case is represented by c.

2. There is no optimal solution since the optimal cost is −∞. This case is represented
by c′.

3. There are infinitely many optimal solutions. This case is represented by c′′. Note
that the contour lines for c′′ are parallel with one edge of the feasible set.

From the above illustrative example, one may guess that an optimal solution (if exists)
can be found at some corner point (if exists) of the feasible set. This property is indeed
valid for an LP problem, and is exploited to construct an efficient solution algorithm
called the simplex algorithm [PS98].

Roughtly speaking, the simplex algorithm starts with some corner point of the feasible
set and systematically visits a different corner point until no adjacent corner point with
a better objective function value can be found. At this point, the algorithm terminates
and returns the last corner point as an optimal solution.

12It should be noted that the cost vector c is equal to the gradient of the objective function, and
is always perpendicular to any countour line. To see this, consider two points x1 and x2 on the same
countour line. From c

T
x1 = c

T
x2, we can write

c
T(x1 − x2) = 0.

Since x1 − x2 is tangent to the contour line, it follows that c is perpendicular to the contour line.
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feasible set

Figure 4.13: Effects of cost vector c on the existence of an optimal solution.

4.3.2 ILP Problems

The general form of an integer linear programming (ILP) or integer linear optimization
problem looks the same as the LP problem in (4.10), except for the additional integer
constraint as shown below.13

minimize cTx

subject to Ax ≥ b

x ∈ Z
N

(4.12)

To illustrate the difficulty associated with ILP, consider the examples shown in fig-
ure 4.14. Suppose that the integer constraint x ∈ Z

N is ignored and the corresponding
LP problem is solved. Such a process is called relaxation, while the corresponding LP
problem is called the relaxed problem. There are two possibilities.

1. The optimal solution obtained from the relaxed problem is an integer point, as
illustrated in figure 4.14(a). In this case, since no noninteger point provides a lower
cost than this integer point, the optimal solution from the relaxed problem is also
optimal for the ILP problem.

2. The optimal solution obtained from the relaxed problem is not an integer point, as
illustrated in figure 4.14(b). In this case, the optimal cost obtained from the relaxed
problem (denoted by frelax) yields a lower bound on the optimal cost of the ILP
problem (denoted by f ∗).

It is interesting to note that, for some ILP problems, all the extreme points of the
feasible set are integer points. For these problems, an optimal solution can be found by
solving the corresponding relaxed problems. Such problems are called unimodular and
are relatively easy to solve [PS98]. Unfortunately, most ILP problems in practice do not
have this unimodular property.

Before discussing a method to obtain exact optimal solutions for ILP problems, con-
sider getting approximate solutions through integer rounding, which refers to rounding the
solution obtained from relaxation to the nearest integer point. There are two difficulties
with integer rounding, as illustrated in figure 4.15.

1. Rounding to the nearest integer point is not always feasible, e.g. point (4,0) in
figure 4.15.

13Let Z denote the set of all integers, and Z
+ denote the set of all nonnegative integers.
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1 2 3 4

1

2

1 2 3 4

1

2

Figure 4.14: Two examples of integer relaxation. In each figure, the shaded region
indicates the feasible set of the relaxed problem.

2. Rounding to the nearest feasible integer point is not always optimal, e.g. point
(3,0) in figure 4.15. Note that, in figure 4.15, the optimal integer point is (1,2).

In any case, the solution obtained from integer rounding (denoted by frounding) provides
an upper bound on the optimal cost. In summary, frelax ≤ f ∗ ≤ frounding. For practical
purposes, with frelax and frounding sufficiently close, the obtained solution from integer
rounding may be used.

1 2 3 4

1

2

Figure 4.15: Illustration of relaxation followed by integer rounding.

An improvement on integer rounding can be made by checking the costs of the neigh-
bors of the current solution and moving to a neighbor with a lower cost. Such a procedure
is called local search. As an example, the set of neighbors of a point (x1, x2) can contain
four points: (x1±1, x2) and (x1, x2±1). In general, the definition of neighbors is problem
specific.

However, local search is not always successful. For example, in figure 4.15, if local
search is performed starting from (3,0), it will not yield the optimal solution (1,2) since
each neighbor of (3,0) either is infeasible or has a higher cost. This problem of local
search is sometimes described as getting stuck in a local but not global minimum.

For several ILP problems, the feasible set contains a finite number of integer points.
Because of this finiteness, one may consider performing exhaustive search, which refers to
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checking all possible solutions. The problem with exhaustive search is that the size of the
feasible set usually grows exponentially with the problem size, making it computationally
tractable only for small to moderate problem sizes.

Finally, while problem specific algorithms have been developed to solve several ILP
problems, there are still a large number of practical problems in which no one has found
efficient algorithmic solutions. More specifically, these problems belong to the class of
NP-complete problems, which remain open areas for research [GJ79, p.286].

In summary, the above discussions imply that, for ILP, algorithms that yield exact
optimal solutions may have limited use in practice due to high computational complex-
ity. Therefore, the development of heuristics for approximated solutions is an important
research area for ILP problems.

Branch-and-Bound

Branch-and-bound is commonly used to obtain exact optimal solutions for ILP problems.
It is based on the divide-and-conquer approach in problem solving. Roughly speaking,
if a problem is difficult to solve, it is divided into several smaller subproblems. Each
subproblem is then considered and may be divided further into smaller subproblems if it
is still difficult to solve.

Consider an ILP problem shown below.

minimize cTx

subject to Ax ≥ b

x ∈ Z
N (4.13)

Let F denote the feasible set of problem 4.13. If minimizing cTx subject to x ∈ F is
difficult to solve, then F can be partitioned into subsets F1, . . . ,FK . The subproblem for
each Fi, i.e. minimizing cTx subject to x ∈ Fi, is then considered. If the subproblem for
Fi is still difficult, Fi can be further partitioned into subsets Fi,1, . . . ,Fi,Ki

, and so on.
Compared to integer linear optimization, linear optimization is considered not dif-

ficult. Accordingly, problem 4.13 can be considered not difficult if its relaxation, i.e.
minimizing cTx subject to Ax ≥ b, yields an integer optimal point.

In what follows, an unsolved subproblem is referred to as an active subproblem. An
active subproblem will be described by its feasible set. To describe the branch-and-bound
procedure, the following notations are defined.

• A: set of active subproblems

• Fi: feasible set of subproblem i

• xi
relax: optimal solution obtained from relaxation with respect to subproblem i

• f i
relax: optimal cost obtained from relaxation with respect to subproblem i

• xbest: best integer solution found so far

• fbest: best cost found so far from an integer solution

An iteration of branch-and-bound is described next.

Iteration of Branch-and-Bound
Initialize A = {F} and fbest = ∞.
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1. Remove one active subproblem, say subproblem i, from A.

2. If subproblem i is infeasible, i.e. Fi = ∅, discard the subproblem and go to step 5.
Otherwise, compute xi

relax and f i
relax through relaxation and go to step 3.

3. If f i
relax ≥ fbest, discard the subproblem and go to step 5. Otherwise, go to step 4.

4. If xi
relax is an integer point, set xbest = xi

relax and go to step 5. Otherwise, partition
Fi into smaller subsets, add these subsets to A, and go to step 5.

5. If A 6= ∅, go to step 1. Otherwise, terminate by returning xbest and fbest as an
optimal solution and the optimal cost respectively.

In general, there is some freedom in proceeding with branch-and-bound. The subprob-
lems in A can be considered in different orders, e.g. breadth-first search or depth-first
search in a tree structure containing all subproblems. In addition, there are several
methods of partitioning Fi into smaller subsets.

One simple method of partioning Fi is to use a noninteger component of xi
relax. In

particular, suppose the jth component xi
relax,j is not an integer. Two subproblems can be

created by adding each of the two constraints

xj ≤ ⌊xi
relax,j⌋ or xj ≥ ⌈xi

relax,j⌉.

The next example illustrates operations of branch-and-bound under this method.

Example 4.5 : Consider the following problem.

minimize x1 − 2x2

subject to − 4x1 + 6x2 ≤ 9

x1 + x2 ≤ 4

x1, x2 ≥ 0, x1, x2 ∈ Z

Initially, set fbest = ∞. The first iteration solves the relaxed problem to get the
relaxed optimal solution x1

relax = (1.5, 2.5) with the relaxed optimal cost f 1
relax = −3.5.

From x2
relax = 2.5, suppose that two subproblems are created from additional constraints:

subproblem 1 with x2 ≥ 3 and subproblem 2 with x2 ≤ 2, as illustrated in figure 4.16.
Note that the set of active subproblems is now A = {F1,F2}, where F1 and F2 are the
feasible sets of subproblems 1 and 2 respectively.

Since subproblem 1 (with additional constraint x2 ≥ 3) is infeasible, it is deleted. By
relaxing subproblem 2, x2

relax = (0.75, 2) and frelax = −3.25. Subproblem 2 is further
partitioned into two further subproblems: subproblem 3 with x1 ≥ 1 and subproblem 4
with x1 ≤ 0. Note that the set of active subproblems is now A = {F3,F4}, where F3 and
F4 are the feasible sets of subproblems 3 and 4 respectively.

By relaxing subproblem 3, x3
relax = (1, 2) and f 3

relax = −3. Since x3
relax is an integer

point, fbest and xbest are updated to −3 and (1, 2) respectively. By relaxing subproblem
4, x4

relax = (0, 1.5) and f 4
relax = −3. Since f 4

relax ≥ fbest, subproblem 4 is deleted.
Since A is now empty, branch-and-bound terminates by concluding that the optimal

cost is f ∗ = fbest = −3 while the associated optimal solution is equal to x∗ = xbest =
(1, 2). �
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1 2 3 4

1

2

3

Figure 4.16: Iterations of branch and bound.

4.4 Separated Routing and Wavelength Assignment

Solving ILP problems for large WDM networks can be too time consuming in practice
to find exact optimal solutions.14 Accordingly, several heuristics have been proposed for
getting approximated (and not necessarily optimal) solutions.

Most heuristics rely on separating the RWA problem into two subproblems, namely
the routing problem and the wavelength assignment problem. The routing problem can
be solved by assuming that the network consists of opaque switching nodes instead of
transparent switching nodes. We have previously seen a flow-based ILP formulation for
the routing problem. For completeness, a path-based ILP formulation for the routing
problem is presented below.

Path-Based ILP Formulation of Routing Problem

Given information
Network and traffic parameters

• W : set of wavelength channels in each fiber

• L: set of links

• αl: cost per wavelength channel in using link l

• Fl: number of fibers on link l

• S: set of s-d pairs (with nonzero traffic)

• ts: traffic demand (in wavelength unit) for s-d pair s

• Ps: set of candidate paths for s-d pair s

• P =
⋃

s∈S Ps: set of all paths

• Pl: set of paths (from all s-d pairs) that use link l

14The RWA is another NP-complete problem since it contains the wavelength assignment problem as
its subproblem. Later on, we shall see that solving the wavelength assignment problem is equivalent to
solving the node coloring problem, which is NP-complete.
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Variables

• f p ∈ Z
+: traffic flow (in wavelength unit) on path p

Objective

• The objective is to minimize the total cost of the wavelength channels that are used
to support the given static traffic.

minimize
∑

l∈L

αl

(
∑

p∈Pl

f p

)

Constraints

• Link capacity limitation

∀l ∈ L,
∑

p∈Pl

f p ≤ Fl|W|

• Satisfaction of traffic demands

∀s ∈ S,
∑

p∈Ps

f p = ts

• Integer constraints
∀p ∈ P , f p ∈ Z

+

The overall optimization problem is as follows.

minimize
∑

l∈L

αl

(
∑

p∈Pl

f p

)

subject to

∀l ∈ L,
∑

p∈Pl

f p ≤ Fl|W|

∀s ∈ S,
∑

p∈Ps

f p = ts

∀p ∈ P , f p ∈ Z
+

(4.14)

In the above ILP formulation, the number of variables is |P|. The number of con-
straints (not including the integer constraints) is |L|+ |S|.

Wavelength Assignment Through Node Coloring

The wavelength assignment problem can be transformed into the node coloring problem
as follows. Assume for now that each link contains a single fiber. From the routes
of lightpaths to be set up, we construct a path graph which is undirected and has the
following properties.

• Each node in the path graph corresponds to a single lightpath.
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• Two nodes in the path graph are connected if their associated lightpaths share the
same link in the network.

If we can color the nodes in the path graph such that no two adjacent nodes have
the same color, then the coloring can be used to specify the wavelengths of lightpaths
without wavelength collision. Finding the minimum required number of wavelengths is
therefore equivalent to finding the chromatic number of the path graph.

Example 4.6 (Coloring of path graph): Consider the network and the supported
lightpaths shown in figure 4.17. Each solid line presents a pair of lightpaths in the
opposite directions. To color the path graph in this case, we need the minimum of 3
colors. We can argue why 3 colors are sufficient as follows. Since nodes 6, 7, and 10 in
the path graph are fully connected, they need distinct colors. Thus, we need at least 3
colors. Using the smallest-last (SL) sequential coloring heuristic, it follows that 3 colors
are sufficient. Thus, the minimum number of wavelengths required is 3. Note, however,
that the maximum load on any fiber is 2, i.e. an opaque network would only 2 wavelengths
instead of 3 wavelengths. �
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Figure 4.17: Constructing a path graph from lightpaths.

Example RWA Heuristic for Large Networks

We now describe an RWA heuristic proposed in [BM96] for large networks. The first
step is to solve the routing problem by ignoring the wavelength continuity constraint.
To reduce the computation complexity associated with ILP, the heuristic applies LP
relaxation and randomized rounding, which refers to rounding the LP solution to an
integer solution based on a probabilistic rule to be explained shortly.

However, randomized rounding is directly applicable for binary 0/1 variables. In [BM96],
it is assumed that ts = 1 for all s ∈ S. In general, this may not be the case. To handle
s-d pair s with ts > 1, we can consider separating s-d pair s into ts distinct s-d pairs each
of which has one traffic unit.15 In what follows, we shall assume that ts = 1 for all s ∈ S.

We approximately solve the path-based ILP problem for routing in two steps.

1. LP relaxation: We relax the integer constraint on f p and obtain the associated LP
solution.

15Consequently, in the path-based ILP formulation, there are ts identical copies of paths for s-d pair
s in the set of paths P.
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2. Randomized rounding: For each s-d pair, identify all the paths with nonzero flows
based on the LP solution. Since these flows sum up to 1, we can use them as the
probabilities for choosing a single path for this s-d pair. This assignment is where
randomization comes into play.

Having obtained the paths for all s-d pairs, the next step is to construct a path graph
and apply the SL sequential heuristic to color the nodes in the path graph. The coloring
is then mapped to the wavelength assignment of lightpaths in the network. The overall
performance of this RWA heuristic was investigated using randomly generated networks
and can be found in [BM96].

4.5 Recovery from Node and Link Failures

For an optical WAN supporting a large amount of traffic, it is desirable to have a mecha-
nism in the optical layer that enables the network to recover from a node or link failure.
While it is possible to leave failure recovery to higher network layers, dealing with a
failure in the optical layer is less time consuming and more efficient. For example, if an
optical link carries a thousand Transport Control Protocol (TCP) sessions, leaving TCP
to recover from a link failure would mean a thousand parallel efforts to retransmit lost
packets. Alternatively, if an optical link carries a hundred Synchronous Digital Hierarchy
(SDH) streams, leaving SDH to recover from a link failure means the hundred streams
are recovered separately through SDH protection switching.

Multiple failures can of course occur. However, we assume that failures of different
links and nodes are independent, and each failure occurs with a small probability, e.g.
≤ 105. Thus, the probability of two or more failures is usually assumed negligible.

To be able to recover from a link failure, together with each working lightpath, we can
provide a backup lightpath that is link disjoint with the primary lightpath, as shown in
figure 4.18. Similarly, to recover from a node failure, we provide a node disjoint backup
lightpath, as shown in figure 4.18. If the backup path is found prior to the failure, the
recovery is preplanned and is often called protection. Otherwise, the recovery is planned
after the failure occurs and is often called restoration. We shall focus on failure protection
whose main advantage is fast recovery.

link
protection

link and node
protection

backup
lightpath

backup
lightpath

link
protection

link and node
protection

backup
lightpath

backup
lightpath

Figure 4.18: Example link disjoint and node disjoint protection lightpaths.

The simplest failure recovery scheme is 1+1 protection. For each working lightpath,
there is a dedicated backup lightpath. Such a protection scheme is called dedicated
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protection. Two copies of data can be transmitted simultaneously on both working and
backup lightpaths. In this case, any of the two paths can serve as the working path.
When there is a failure, the receiver detects a loss of optical signal and simply switches
to receive on the backup path. The biggest advantage of 1+1 protection is its simplicity
and its fast recovery time. A drawback of 1+1 protection is that it requires as much
backup fiber capacities as working capacities.

To reduce backup fiber capacities, shared protection allows two or more working ligh-
paths that cannot fail at the same time to share the same backup capacities. For example,
figure 4.19 shows two working lighpaths (shown as solid lines) that do not simultaneously
fail given a single node or link failure. It follows that they can potentially share some of
the backup capacities. While shared protection usually requires less backup capacities,
failure recovery is more complicated. The following steps need to occur once there is a
failure.

1. Both the source and the destination need to detect that a failure has occurred.

2. Either the source or the destination must send control messages to configure the
optical switches along the backup path.

3. The source must switch the transmission from the working lightpath onto the
backup lightpath.

4. The destination has to switch to receive from the backup lightpath.

All these steps can take a long time (relative to the delay requirement for data trans-
mission), especially in a long distance network spanning the whole country with large
propagation delay. When an optical link carries SDH streams, if the recovery time is
beyond 50 ms (the time limit before SDH protection switching starts), there will be
redundant efforts in restoring the same failure by the SDH protocol.

dedicated
protection

shared
protection

backup
lightpath

backup
lightpath

λ1 λ2

λ1

dedicated
protection

shared
protection

backup
lightpath

backup
lightpath

λ1 λ2

λ1

Figure 4.19: Dedicated and shared protection.

To reduce the recovery time associated with shared path protection, shared link pro-
tection is proposed as an alternative. For link protection, each working link is assigned a
backup path, as shown in figure 4.20. When a link fails, the nodes adjacent to the failed
link are responsible to reroute the traffic on the backup path around that link. Since the
failure information is now local to the adjacent nodes, the failure can be detected faster
than path protection. However, shared link protection often requires more backup fiber
capacities compared to shared path protection.
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Figure 4.20: Shared link protection.

A careful reader may have observed that shared link protection cannot handle a single
node failure. One way to overcome this is to use segment protection or span protection,
which was proposed as another alternative that is somewhere between shared path and
shared link protection [Gro04, chp. 5]. To summarize, figure 4.21 provides a classification
of various types of failure recovery schemes discussed above.
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Figure 4.21: Classification of failure recover schemes.

Our goal in the remaining parts of this section is to formulate the ILP problems
for dedicated and shared path protection. The formulations are based on the ones
in [RSM03]. More information regarding RWA with other protection schemes can be
found in [Gro04, Ho04, RSM03].

ILP Formulation for Dedicated (1+1) Path Protection

We assume that the given network topology is two-connected, which means that there are
at least two node disjoint paths between each s-d pair. The following ILP formulation is
adapted from the one in [RSM03].16 The parameters, variables, objective, and constraints
are listed below.

Given information

16In [RSM03], the authors assume one fiber on each link. Here, we allow for multiple fibers on each
link.
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Network parameters

• W : set of wavelength channels in each fiber

• N : set of nodes

• L: set of links

• Fl: number of fibers on link l

• αl: cost per wavelength channel in using link l

Traffic parameters

• S: set of s-d pairs (with nonzero traffic)

• ts: integer traffic demand (in wavelength unit) for s-d pair s

Path parameters

• Ps: set of candidate paths for s-d pair s

• P =
⋃

s∈S Ps: set of all paths

• Pl: set of paths (from all s-d pairs) that use link l

• Bp: set of backup paths for working path p

• Bl: set of backup paths that use link l

Variables

• f p
w ∈ Z

+: traffic flow (in wavelength unit) on wavelength w on working path p

• gp,bw ∈ Z
+: traffic flow (in wavelength unit) on wavelength w on backup path b for

working path p

Objective

• The objective is to minimize the total cost of the wavelength channels that are used
to support the given static traffic with protection.

minimize
∑

l∈L

αl

(
∑

w∈W

∑

p∈Pl

f p
w +

∑

w∈W

∑

p∈P

∑

b∈Bp∩Bl

gp,bw

)

Constraints

• No wavelength collision on each link, i.e. each wavelength channel used at most Fl

times on link l

∀l ∈ L, ∀w ∈ W ,
∑

p∈Pl

f p
w +

∑

p∈P

∑

b∈Bp∩Bl

gp,bw ≤ Fl
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• Satisfaction of traffic demands

∀s ∈ S,
∑

w∈W

∑

p∈Ps

f p
w = ts

• Equality of working and backup flows17

∀p ∈ P , ∀w ∈ W ,
∑

b∈Bp

gp,bw = f p
w

• Integer constraints

∀p ∈ P , ∀w ∈ W , f p
w ∈ Z

+

∀p ∈ P , ∀b ∈ Bp, ∀w ∈ W , gp,bw ∈ Z
+

The overall optimization problem is as follows.

minimize
∑

l∈L

αl

(
∑

w∈W

∑

p∈Pl

f p
w +

∑

w∈W

∑

p∈P

∑

b∈Bp

gp,bw

)

subject to

∀l ∈ L, ∀w ∈ W ,
∑

p∈Pl

f p
w +

∑

p∈P

∑

b∈Bp∩Bl

gp,bw ≤ Fl

∀s ∈ S,
∑

w∈W

∑

p∈Ps

f p
w = ts

∀p ∈ P , ∀w ∈ W ,
∑

b∈Bp

gp,bw = f p
w

∀p ∈ P , ∀w ∈ W , f p
w ∈ Z

+

∀p ∈ P , ∀b ∈ Bp, ∀w ∈ W , gp,bw ∈ Z
+

(4.15)

Recall that, to protect against a single link failure, each backup path b ∈ Bp must be
link disjoint with working path p. On the other hand, to protect against a single node
failure, each b ∈ Bp must be node disjoint with p.

ILP Formulation for Shared Path Protection

We now formulate an ILP problem for RWA with shared path protection against a single
link failure, and point out a modification for shared path protection against a single node
failure. We assume that each link contains a single fiber, i.e. Fl = 1 for all l ∈ L, in what
follows. The modification for Fl ≥ 1 will be left as an exercise. For the ILP formulation
for RWA with shared link protection, please refer to [RSM03].

In addition to the notations used in the previous ILP formulation, we introduce the
following new parameters and variables.

Additional given information
Network parameters

17Notice that, under 1+1 protection, we force each backup path to be on the same wavelength as
its working path. This allows the use of a simple optical splitter to create two identical signals to be
transmitted on working and backup paths.
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• P : number of working paths, i.e. P = |P|

• B: maximum number of protection paths for a working path, i.e. B = maxp∈P |Bp|

Additional variables

• ml,w ∈ {0, 1}: equal to 1 if and only if wavelength w is used on some protection
path on link l

We next describe the objective and the constraints for the RWA problem with shared
path protection in [RSM03].

Objective

• The objective is to minimize the total cost of the wavelength channels that are used
to support the given static traffic with protection.

minimize
∑

l∈L

αl

(
∑

w∈W

∑

p∈Pl

f p
w +

∑

w∈W

ml,w

)

Constraints

• No wavelength collision on each link, i.e. each wavelength channel used at most
once (assuming Fl = 1)

∀l ∈ L, ∀w ∈ W ,
∑

p∈Pl

f p
w +ml,w ≤ 1

• Satisfaction of traffic demands

∀s ∈ S,
∑

w∈W

∑

p∈Ps

f p
w = ts

• Equality of working and backup flows18

∀p ∈ P ,
∑

b∈Bp

∑

w∈W

gp,bw =
∑

w∈W

f p
w

• Definition of ml,w
19

∀l ∈ L, ∀w ∈ W , ml,w ≤
∑

p∈P

∑

b∈Bp∩Bl

gp,bw

∀l ∈ L, ∀w ∈ W , PBml,w ≥
∑

p∈P

∑

b∈Bp∩Bl

gp,bw

18Unlike in dedicated protection, we do not force the protection path to be on the same wavelength
as the working path. This is because we do not simultaneously transmit on working and backup paths.
After a failure, we can switch to transmit on a different wavelength.

19If wavelength w is used by some backup path on link l, then
∑

p∈P

∑

p∈Bp∩Bl
gp,bw is at least 1 and

ml,w must be 1, or else the second inequality is violated. If wavelength w is not used by any backup
path on link l, then

∑

p∈P

∑

b∈Bp∩Bl
gp,bw is 0 and ml,w must be 0, or else the first inequality is violated.
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• Sharing of backup capacity on wavelength w on link l is only allowed when the
involved working paths are link disjoint, i.e. cannot fail at the same time from a
single link failure.20

∀l, l′ ∈ L, ∀w ∈ W ,
∑

p∈Pl′

∑

b∈Bp∩Bl

gp,bw ≤ 1

• Integer constraints

∀p ∈ P , ∀w ∈ W , f p
w ∈ Z

+

∀p ∈ P , ∀b ∈ Bp, ∀w ∈ W , gp,bw ∈ Z
+

∀l ∈ L, ∀w ∈ W , ml,w ∈ {0, 1}

The overall optimization problem is as follows.

minimize
∑

l∈L

αl

(
∑

w∈W

∑

p∈Pl

f p
w +

∑

w∈W

ml,w

)

subject to

∀l ∈ L, ∀w ∈ W ,
∑

p∈Pl

f p
w +ml,w ≤ 1

∀s ∈ S,
∑

w∈W

∑

p∈Ps

f p
w = ts

∀p ∈ P ,
∑

b∈Bp

∑

w∈W

gp,bw =
∑

w∈W

f p
w

∀l ∈ L, ∀w ∈ W , ml,w ≤
∑

p∈P

∑

b∈Bp∩Bl

gp,bw

∀l ∈ L, ∀w ∈ W , PBml,w ≥
∑

p∈P

∑

b∈Bp∩Bl

gp,bw

∀l, l′ ∈ L, ∀w ∈ W ,
∑

p∈Pl′

∑

b∈Bp∩Bl

gp,bw ≤ 1

∀p ∈ P , ∀w ∈ W , f p
w ∈ Z

+

∀p ∈ P , ∀b ∈ Bp, ∀w ∈ W , gp,bw ∈ Z
+

∀l ∈ L, ∀w ∈ W , ml,w ∈ {0, 1}

(4.16)

Shared Link Protection Using Rings and p-Cycles

We now discuss shared link protection, which is motivated by an attempt to reduce the
failure recovery time compared to shared path protection. One common approach is to
provide a ring covering of all the network links using possibly multiple rings. To define
what a ring covering is, we first point out that a directed ring can provide a backup path
for any working link that is opposite to any link in the ring, as shown in figure 4.22(a).

20For protection against a single node failure, we can modify the constraints to be

∀l ∈ L, ∀n ∈ N , ∀w ∈ W,
∑

p∈Pn

∑

b∈Bp∩Bl

gp,bw ≤ 1

where Pn is the set of working paths that use node n as an intermediate node.
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Figure 4.22: Ring covering of working links: (a) backup path of working link in the
opposite direction to the ring, (b) protection of all links using two bi-directional rings.

A ring covering is a set of directed rings that can protect the network from a failure
of any single link. Figure 4.22(b) shows an example ring covering for a 5-node 14-link
network. This covering contains two bi-directional rings. However, a ring in a covering
need not be bi-directional in general.

The optical switches at all nodes on a backup ring are configured to form a cycle by
default. When there is a link failure, the two end nodes of the failed link will switch to
connect to the backup ring. This means that all the other nodes need not react when
there is a failure, yielding a fast recovery. However, in the presence of multiple rings,
each working link must be assigned a protection ring in advance so that its end nodes
know on which backup ring to switch onto after the failure.

It is commonly accepted that shared path protection is more capacity efficient com-
pared to shared link protection using ring covering. However, ring covering can provide
a faster recovery. As an improvement over ring covering, the concept of a pre-configured
cycle (p-cycle) is introduced in [GS98]. A p-cycle is essentially a directed ring that is
used to protect not only the links that have the opposite direction to the ring, but also
the links whose two end nodes are nonadjacent nodes on the ring. A working link whose
two end nodes are nonadjacent nodes on the ring is called a straddle link. A straddle link
can be protected on a ring, as shown in figure 4.23(a). By offering protection to straddle
links, p-cycle covering is found to be more capacity efficient than ring covering, and yet
still maintain a fast recovery time.

Figure 4.23(b) shows an example p-cycle covering for the same network as in fig-
ure 4.22. This simple example demonstrates that a p-cycle can reduce the amount of
backup capacities from 16 wavelength channels to 10 wavelength channels.
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Figure 4.23: Example p-cycle covering of working links: (a) the backup path of a straddle
link with respect to a p-cycle, (b) protection of all links using one bi-directional p-cycle.
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The key question in using p-cycles is the selection of p-cycles and the assignment of
these cycles to protect against any single link failure. The problem can be formulated as
an ILP problem, e.g. [GS98, p. 543], and will be left as an exercise.

4.6 Dynamic RWA forWavelength-RoutedWDMNet-

works

So far, we have considered RWA assuming that traffic demands are static. In the future
where Gbps end-to-end applications are more common, traffic in a WDM backbone net-
work is expected to become more bursty. In this case, we expect lightpaths to be setup
and released in a dynamic fashion. Traditionally, the objective of dynamic RWA is to
minimize the blocking probability for a new lightpath setup.21 We shall focus on this
objective.

To investigate dynamic RWA, we need a traffic model. In this section, we shall assume
that the WDM network of interest has centralized control for lightpath setup and release.
We shall revisit this centralized assumption in a later section. In addition, we make the
following assumptions.

• The topology of the WDM network of interest is given.

• Each service request or call needs one wavelength unit of transmission rate.

• Call arrivals for s-d pair s form a Poisson process of rate as.

• Each call has the holding time that is exponentially distributed with unit mean.22

• Blocked calls are lost from the network; there is no reattempt.

One simple dynamic RWA scheme is to use shortest path routing with first-fit wave-
length assignment, which refers to allocating the lowest index wavelength that can support
a new lightpath. Before looking at other dynamic RWA algorithms, we discuss how to
compute the blocking probability for a new lightpath setup. Exact computations of the
blocking probabilities in WDM networks are currently not known to be tractable. Instead,
there are several approximation techniques that exist.

4.6.1 Blocking Probabilities for Opaque Networks

We first consider approximating blocking probabilities for an opaque WDM network, i.e.
a network composed of opaque optical switching nodes. In what follows, we shall discuss
the approximation of call blocking probabilities based on the link decomposition method.
The discussion is based on [Gir90, sec. 4].

21Traditionally, optical transmissions were used primarily for carrying a large volume of voice calls for
long distance telephone operators. For such operators, the blocking probability is the main performance
measure of the network. In general, the blocking probability is an appropriate performance measure for
circuit-based services. For packet-based services, e.g. data transmissions in the Internet using TCP/IP,
the average throughput and the average delay may be more appropriate.

22Without loss of generality, we can make the unit-mean assumption since the blocking probability will
depend on the ratio between the arrival rate and the service rate (i.e. inverse of the mean call holding
time).
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In the link decomposition method, we decompose the problem of finding the blocking
probability of a path into finding a set of blocking probabilities of individual links on the
path. From the link blocking probabilities, we obtain the path blocking probability by as-
suming that the wavelength usages on different links are independent. This independence
assumption is an approximation that allows tractable analysis.

Since some paths contain multiple adjacent links, the assumption of independent
blocking events on different links is not entirely accurate. However, for densely connected
networks with a large number of lightpaths, the independence assumption is reasonable
since roughly only a small percentage of lightpaths travel over the set of adjacent links of
interest. For sparsely connected networks such as rings, this independence assumption will
usually overestimate the blocking probabilities. Modifications based on the correlations
of link blocking probabilities are available, e.g. [BH96] and [SS04]. For our purpose, we
shall adopt the independence assumption.

For simplicity, we assume fixed routing, which assigns a fixed path for each s-d pair.
Under this assumption, call arrivals on the path for s-d pair s form a Poisson process
of rate as. Alternatively, in the case of using k paths between s-d pair s, we assume
that there is random load sharing, i.e. random splitting of Poisson arrivals, resulting in
Poisson call arrivals with rates as1, . . . , a

s
k on the k paths with as =

∑k
i=1 a

s
i .

For convenience, define the following set of notations.

• ap: offered traffic on path p

• ap: carried traffic on path p

• Bp: blocking probability of path p

• apl : offered traffic on link l of path p

• apl : carried traffic on link l of path p

• Bl: blocking probability of link l

• Wl: number of wavelength channels on link l

• Pl: set of paths that use link l

• L: set of links

Using the Erlang B formula, we can write Bl in terms of apl ’s as

Bl = Erl(al,Wl) =
aWl
l /Wl!

∑Wl

w=0 a
w
l /w!

, where al =
∑

p∈Pl

apl . (4.17)

From the independence assumption for link blockings, we can write23

Bp = 1−
∏

l∈p

(1−Bl). (4.18)

We next quantify the carried traffic ap. We impose the following condition that
ap = ap(1− Bp) and

ap = apl for all l ∈ p. (4.19)

23The notation “l ∈ p” means that link l is on path p.
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Using the link relationship apl = apl (1−Bl), we obtain the reduced-load model for the call
arrival rate on link l of path p as shown below.

apl =
apl

1−Bl

=
ap

1−Bl

= ap
1− Bp

1−Bl

= ap
∏

l′∈p(1− Bl′)

1− Bl

. (4.20)

Substituting the expression for apl in (4.20) in the Erlang B formula in (4.17) for
link blocking probability Bl, we obtain a set of nonlinear equations called the Erlang
fixed-point equations as shown below.

Bl = Erl

(
∑

p∈Pl

ap
∏

l′∈p(1−Bl′)

1−Bl

,Wl

)

, l ∈ L (4.21)

The Erlang fixed-point equations can only give the values of Bl implicitly. To compute
the values of Bl, we usually need numerical methods. A common method is repeated
substitution. In this method, we first guess an initial set of Bl’s. Then, we substitute
Bl’s into 4.20 to get a new set of Bl’s. We repeat the substitution process until the new
and old sets of Bl’s are approximately the same, i.e. under some preset criterion. It is
known that, for fixed routing or random load sharing, there exists a unique solution to
the Erlang fixed-point equations [Gir90, p. 159].

In addition, Erlang fixed-point equations can be applied with some additional as-
sumptions for more complicated routing schemes such as fixed-alternate routing [Gir90,
sec. 4.3].

Example 4.7 (Solving Erlang fixed-point equations): Consider the network, the
s-d pairs, the paths, and the call arrival rates as shown in figure 4.24. In addition, assume
that Wl = 4 for all l ∈ L.
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Figure 4.24: Network and traffic scenario for Erlang fixed-point equations.

Note that only links (5,4), (4,3), and (1,4) are used. We express the link blocking
probabilities as the following set of Erlang fixed-point equations.24

B(5,4) = Erl
(
a54 + a543(1− B(4,3)),W(5,4)

)

= Erl
(
0.8 + 0.7(1−B(4,3)), 4

)

= Erl
(
1.5− 0.7B(4,3), 4

)

24Note that Erl(a, 4) = a4/24
1+a+a2/2+a3/6+a4/24 .
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Figure 4.25: Link blocking probabilities obtained from repeated substitution.

B(4,3) = Erl
(
a543(1− B(5,4)) + a143(1−B(1,4)),W(4,3)

)

= Erl
(
0.7(1−B(5,4)) + 0.9(1−B(1,4)), 4

)

= Erl
(
1.6− 0.7B(5,4) − 0.9B(1,4), 4

)

B(1,4) = Erl
(
a14 + a143(1− B(4,3)),W(1,4)

)

= Erl
(
0.6 + 0.9(1−B(4,3)), 4

)

= Erl
(
1.5− 0.9B(4,3), 4

)

Through repeated substitutions, as shown in figure 4.25, we obtain the following link
blocking probabilities.

B(5,4) ≈ 0.0451, B(4,3) ≈ 0.0503, B(1,4) ≈ 0.0443

The corresponding path blocking probabilities are given below.

B543 = 1− (1−B(5,4))(1−B(4,3)) ≈ 0.0931

B54 = B(5,4) ≈ 0.0451

B143 = 1− (1−B(1,4))(1−B(4,3)) ≈ 0.0924

B14 = B(1,4) ≈ 0.0443
�

4.6.2 Blocking Probabilities for Transparent Networks

In this section, we focus on a transparent network containing transparent optical switch-
ing nodes. Because of the wavelength continuity constraint, approximating call blocking
probabilities becomes more complicated. In what follows, we present a framework pro-
posed in [Bir96].

As with the approximated analysis for opaque networks, the proposed framework
is based on the assumption that wavelength usages on different links are statistically
independent. In addition, the following assumptions are made for the analysis in [Bir96].

• Each link contains a single fiber.

• Fixed routing or random load sharing among candidate paths is assumed.
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• Random wavelength assignment is assumed. In particular, the wavelength for a
lightpath setup is selected with uniform probabilities among all available wave-
lengths that can support the lightpath.

It is worth noting that several other wavelength assignment schemes exist. As previ-
ously mentioned, in the first-fit scheme, we select the available wavelength with the lowest
wavelength index in order to reuse the already active wavelengths as much as possible.
From simulation results, first-fit wavelength assignment outperforms (in terms of the av-
erage call blocking probability) random wavelength assignment when the network state
information is accurate at the time of lightpath setup, e.g. through centralized network
control, but performs poorer than random wavelength assignment for inaccurate network
state information, e.g. under distributed network control [ZY02]. Other dynamic wave-
length assignment schemes can be found in [ZJM00, sec. 4.2]. Since their performances
are not significantly different from the mentioned schemes, we shall not discuss them
here.

We define the following set of notations to be used in the analysis.

Link parameters

• W : number of wavelengths in each fiber (equivalently in each link since each link
is assumed to contain one fiber)

• Xl: random variable denoting the number of free wavelengths on link l

• ql(m): probability mass function (PMF) of Xl, i.e.

ql(m) = Pr{Xl = m}

• al(m): carried traffic (call setup rate) on link l given that Xl = m

Note that, under the independence assumption on wavelength usages on different
links, Xl’s are independent random variables.

Path parameters

• ap: offered traffic (call arrival rate) on path p

• Y p: random variable denoting the number of free wavelengths on path p

• Bp: call blocking probability of path p

• Xp = (Xl)l∈p: random vector containing Xl for all the links on path p

• qp(m|xp): conditional PMF of Y p given that Xp = xp, i.e.

qp(m|xp) = Pr{Y p = m|Xp = xp}

Other parameters

• P : set of all paths

• Pl: set of paths that use link l
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State labels are the number of free wavelengths.

Link labels are state transition rates.

Figure 4.26: Markov chain corresponding to the number of free wavelengths on link l.

• L: set of links

In what follows, our goal is to obtain a set of expressions that implicitly yield the
blocking probabilities Bp’s.25 We list the set of expressions below.

1. Expression of ql(m) in terms of al(m)

2. Expression of al(m) in terms of the probability Pr{Y p > 0|Xl = m}

3. Expression of Pr{Y p > 0|Xl = m} in terms of ql(m) and qp(m|xp)

4. Expression of qp(m|xp)

5. Expression of Bp in terms of ql(m) and qp(m|xp)

We now derive the set of expressions according to the above order.

1. Assume that call setups on each link l form a Poisson process. It follows that the
number of free wavelengths on link l can define the states of the Markov chain as
shown in figure 4.26.

Accordingly, the steady-state probability ql(m) is written as follows.

ql(m) =
W (W − 1) . . . (W −m+ 1)

al(1)al(2) . . . al(m)
ql(0),

q0(m) =

(

1 +
W∑

m=1

W (W − 1) . . . (W −m+ 1)

al(1)al(2) . . . al(m)

)−1

(4.22)

2. When there is at least one free wavelength on link l, the call setup rate (i.e. carried
traffic) on link l can be obtained by summing the rates from all the paths that use
link l.

al(m) =

{
0, m = 0
∑

p∈Pl
ap Pr{Y p > 0|Xl = m}, m ∈ {1, 2, . . . ,W} (4.23)

25Unlike the previous link decomposition method, we do not derive expressions for link blocking prob-
abilities Bl’s.
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3. If Xl = 0 for some l ∈ p, it is clear that Pr{Y p > 0|Xl = 0} = 0. Thus, assume in
what follows that Xl > 0 for all l ∈ p.

If path p consists of a single link, then

Pr{Y p > 0|Xl = m} = 1 (single link)

If path p contains two links l and l′, then

Pr{Y p > 0|Xl = m} =
W∑

m′=1

Pr{Xl′ = m′|Xl = m}Pr{Y p > 0|Xl = m,Xl′ = m′}

=
W∑

m′=1

Pr{Xl′ = m′}(1− Pr{Y p > 0|Xl = m,Xl′ = m′})

=
W∑

m′=1

ql′(m
′)(1− qp(0|(m,m′))

︸ ︷︷ ︸

defined as q0(m,m′)

)

=
W∑

m′=1

ql′(m
′)(1− q0(m,m′)). (two links)

Note that the second equality follows from the independence of Xl and Xl′ . The
last equality follows from the definition q0(m,m′) = qp(0|(m,m′)), which implies
that the quantity only depends on m and m′ and not on p. We shall compute the
value of q0(m,m′) in a later step.

If path p contains three links l, l′, and l′′, then the same process can be extended
to yield

Pr{Y p > 0|Xl = m} =
W∑

m′=1

W∑

m′′=1

ql′(m
′)ql′′(m

′′)(1− q0(m,m′,m′′)) (three links)

(4.24)
where we have defined q0(m,m′,m′′) = qp(0|(m,m′,m′′)). In addition, note that
the order in which links l, l′, and l′′ appear on path p does not affect the value of
Pr{Y p > 0|Xl = m} in the above expression.

4. Define qn(x
p) = qp(n|xp). Let us consider two links on path p. Assume that

xp = (m,m′). Then, we can write

qn(m,m′) = Pr{Y p = n|Xl = m,Xl′ = m′}.

To compute the above probability, we can think of the following scenarios. Consider
having W bins, m red balls, and m′ black balls. Suppose that we put m red balls
randomly into W bins with no more than one red ball per bin. Similarly, we
put m′ black balls into W bins with no more than one black ball per bin. The
above probability is the probability of having exactly n bins with two balls (red
and black). It follows that qn(m,m′) is given by the following expression. The
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derivation is discussed later on.

qn(m,m′) =







β(m,m′, n), m ≥ m′ ≥ n, m+m′ − n ≤ W, 0 ≤ m,m′ ≤ W
β(m′,m, n), m′ ≥ m ≥ n, m+m′ − n ≤ W, 0 ≤ m,m′ ≤ W
0, otherwise

β(m,m′, n) =

(
m′

n

)( n∏

i=1

m− i+ 1

W − i+ 1

)(
m′−n∏

i=1

W −m− i+ 1

W − n− i+ 1

)

(4.25)

If path p consists of more than two links, we can use the following recursive expres-
sion. Suppose that path p contains H links whose numbers of free wavelengths are
m1, . . . ,mH . Without loss of generality, assume that m1 ≥ . . . ≥ mH . Then,

qn(m1, . . . ,mH) =

mH−1∑

i=n

qn(i,mH)qi(m1, . . . ,mH−1). (4.26)

Notice that the value of qn(x
p) depends only on xp and W , and not on any other

parameter.

5. Finally, we compute path blocking probability Bp as follows. If path p consists of
a single link l, then

Bp = Pr{Xl = 0} = ql(0). (one link)

If path p consists of two links l and l′, then

Bp = Pr{Y p = 0} =
W∑

m=0

W∑

m′=0

Pr{Xl = m,Xl′ = m′}Pr{Y p = 0|Xl = m,Xl′ = m′}

=
W∑

m=0

W∑

m′=0

ql(m)ql′(m
′)q0(m,m′). (two links)

The same process can be extended to three or more links. In particular, if path p
consists of three links l, l′, and l′′, then

Bp ==
W∑

m=0

W∑

m′=0

W∑

m′′=0

ql(m)ql′(m
′)ql′′(m

′′)q0(m,m′,m′′). (three links) (4.27)

Given all the above expressions, the following recursive procedure can be used to
obtain approximated call blocking probabilities.

1. Initialize B̂p = 0 for all p ∈ P . Initialize al(0) = 0 and al(m) =
∑

p∈Pl
ap for all

l ∈ L and all m ∈ {1, . . . ,W}.

2. Compute ql(m) using (4.22).

3. Compute al(m) using (4.23), (4.24), and (4.26).
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4. Compute Bp using (4.27). If maxp∈P

∣
∣
∣B̂p −Bp

∣
∣
∣ < ε, where ε is a preset threshold,

then terminate. Else, set B̂p = Bp for all p ∈ P and go back to step 2.

In addition to fixed routing, call blocking probabilities for least load routing are
approximated in [Bir96, sec. 4]. It is also worth mentioning that [SS04] provides a
modified approximation technique that requires less computational efforts. In addition,
an approximation that takes into account correlation of wavelength usages on adjacent
links is discussed in [SS04, sec. 4].

Derivation of qn(m,m′)

We now derive the expression for qn(m,m′) in (4.25), where m,m′ > 0. Without loss of
generality, assume that m ≥ m′. It is clear that valid values of m and m′ must satisfy
the following constraints.

m ≥ m′ ≥ n, m+m′ − n ≤ W, 0 ≤ m,m′ ≤ W

In what follows, we assume that these constraints are satisfied and focus on proving that

qn(m,m′) =

(
m′

n

)( n∏

i=1

m− i+ 1

W − i+ 1

)(
m′−n∏

i=1

W −m− i+ 1

W − n− i+ 1

)

. (4.28)

Consider having W bins, m red balls and m′ black balls. Suppose that we put m red
balls randomly into W bins with no more than one red ball per bin. Similar, we put m′

black balls randomly into W bins with no more one black ball per bin. Then, qn(m,m′)
is the probability of having exactly n bins with two balls (red and black). By symmetry,
we can write

qn(m,m′) = Pr{n bins with both red and black balls}
= Pr{n bins with both red and black balls| m bin positions of red balls}.

Given m bin positions of red balls, consider a sequence of m′ positions for black balls
in the increasing order of bin indices. We can map each of these m′ positions to symbol
“R” (for “red”) if the corresponding bin contains a red ball, and to symbol “E” (for
“empty”) otherwise. There are

(
m′

n

)
such mapped sequences with n S’s and m′ − n E’s.

Each of these sequences happens with equal probability

(
n∏

i=1

m− i+ 1

W − i+ 1

)(
m′−n∏

i=1

W −m− i+ 1

W − n− i+ 1

)

.

It follows that the overall conditional probability is equal to the right hand side
of (4.28), completing the derivation of (4.25).

Example 4.8 (Call blocking probabilities in a transparent network): Consider
the network, the s-d pairs, the paths, and the call arrival rates as shown in figure 4.27.
In addition, assume that W = 4 for all l ∈ L.

We now follow the steps as described in the above discussion.
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Figure 4.27: Network and traffic scenario for computing call blocking probabilities in a
transparent network.

1. Initialization:

B543 = B54 = B143 = B14 = 0

a(5,4)(0) = a(4,3)(0) = a(1,4)(0) = 0

a(5,4)(m) = a54 + a543 = 1.5, m ∈ {1, 2, 3, 4}
a(4,3)(m) = a543 + a143 = 1.6, m ∈ {1, 2, 3, 4}
a(1,4)(m) = a14 + a143 = 1.5, m ∈ {1, 2, 3, 4}

2. Computation of q(5,4)(m), q(4,3)(m), and q(1,4)(m): We can use the same expressions
for each link l.

ql(0) =

(

1 +
4

al(1)
+

4 · 3
al(1)al(2)

+
4 · 3 · 2

al(1)al(2)al(3)
+

4 · 3 · 2 · 1
al(1)al(2)al(3)al(4)

)−1

ql(m) =
4 . . . (4−m+ 1)

al(1) . . . al(m)
ql(0)

Computation of q0(x
p): Since we have at most two hops, we need to compute only

q0(m,m′). The results are expressed in the matrix form below.

[q0(m,m′)]m,m′∈{0,1,...,4} =









1 1 1 1 1
1 3/4 1/2 1/4 0
1 1/2 1/6 0 0
1 1/4 0 0 0
1 0 0 0 0
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Computation of Pr{Y p > 0|Xl = m}:

Pr{Y 543 > 0|X(5,4) = m} =

{
0, m = 0
∑4

m′=1 q(4,3)(m
′)(1− q0(m,m′)), m ∈ {1, 2, 3, 4}

Pr{Y 543 > 0|X(4,3) = m} =

{
0, m = 0
∑4

m′=1 q(5,4)(m
′)(1− q0(m,m′)), m ∈ {1, 2, 3, 4}

Pr{Y 54 > 0|X(5,4) = m} =

{
0, m = 0
1, m ∈ {1, 2, 3, 4}

Pr{Y 143 > 0|X(1,4) = m} =

{
0, m = 0
∑4

m′=1 q(4,3)(m
′)(1− q0(m,m′)), m ∈ {1, 2, 3, 4}

Pr{Y 143 > 0|X(4,3) = m} =

{
0, m = 0
∑4

m′=1 q(1,4)(m
′)(1− q0(m,m′)), m ∈ {1, 2, 3, 4}

Pr{Y 14 > 0|X(1,4) = m} =

{
0, m = 0
1, m ∈ {1, 2, 3, 4}

Computation of al(m):

a(5,4)(m) =

{
0, m = 0
a54 + a543 Pr{Y 543 > 0|X(5,4) = m}, m ∈ {1, 2, 3, 4}

a(4,3)(m) =







0, m = 0
a543 Pr{Y 543 > 0|X(4,3) = m}
+a143 Pr{Y 143 > 0|X(4,3) = m}, m ∈ {1, 2, 3, 4}

a(1,4)(m) =

{
0, m = 0
a14 + a143 Pr{Y 143 > 0|X(1,4) = m}, m ∈ {1, 2, 3, 4}

3. Computation of Bp:

B543 =
4∑

m=0

4∑

m′=0

q(5,4)(m)q(4,3)(m
′)q0(m,m′)

B54 = q(5,4)(0)

B143 =
4∑

m=0

4∑

m′=0

q(1,4)(m)q(4,3)(m
′)q0(m,m′)

B14 = q(1,4)(0)

Through repeated substitutions, we obtain the following numercial results from fig-
ure 4.28.

B543 ≈ 0.143, B54 ≈ 0.0376, B143 ≈ 0.140, B14 ≈ 0.0348

Compared to the values from the opaque network, the blocking probabilities for the
one-hop paths are lower, while the blocking probabilities for the two-hop paths are higher.
Roughtly speaking, it is more difficult to set up a two-hop path successfully due to the
wavelength continuity constraint. �



4.6. DYNAMIC RWA FOR WAVELENGTH-ROUTED WDM NETWORKS 93

1 2 3 4 5 6 7 8 9 10

0.00

0.02

0.04

0.06

0.08

0.10

0.12

0.14

0.16

0.18

0.20

B^54

B^14

B^543

B^143

no of iterations

Figure 4.28: Path blocking probabilities obtained from repeated substitution.

4.6.3 Design-Based Routing for Dynamic Traffic

In the above discussion, we assume that candidate paths for each s-d pair are given. In
practice, the paths may be found through shortest path routing, e.g. in hop, in km, or in
some other cost measure.26 If a new traffic request finds the shortest path busy, then it
checks the second shortest path, and so on.

Shortest path routing has a tendency to overutilize some links while underutilizing
other links in the network. One improvement of shortest path routing, referred to as
constrained shortest path routing, first prunes (i.e. ignores) all links that do not meet some
specified constraints, e.g. on remaining bandwidth, before shortest paths are computed.

However, both shortest path routing and constrained shortest path routing do not
utilize prior knowledge in traffic demand statistics. The following simple example, taken
from [EMSW03, p. 2831], illustrates a potential gain for using this knowledge.

Example 4.9 (Benefit of using traffic knowledge):Consider the network shown in
figure 4.29. Each link has the capacity of 1 wavelength unit in each transmission direction.
The link costs are specified as link labels in figure 4.29. Suppose there are two connection
requests from A to F. For (constrained) shortest path routing, the first shortest path
is A→C→E→F, while the second shortest path is either A→B→F or A→D→F. The
total cost for routing is 14. The minimum cost routing would choose A→B→E→F and
A→C→D→F for a total cost of 6.
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Figure 4.29: Example topology for motivating design-based routing [EMSW03].

26For example, Shortest Path First (SPF) is a routing scheme for IP-based networks.
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Note that, if we know (or predict with high certainty) that there will be two lightpath
requests from A to F, we can perform optimization to find an efficient routing for the two
lightpaths. �

Design based routing (DBR) tries to utilize prior knowledge in traffic demands or
statistics to guide dynamic routing of connections. The main idea of DBR is to solve a
routing problem based on the traffic knowledge. Each new traffic request is then sup-
ported using one of the paths previously found through optimization. If all the computed
paths are not free, then DBR applies shortest path routing. If all fails, the new request
is blocked.

In what follows, we focus on DBR for dynamic routing in opaque optical networks,
which is proposed in [EMSW03]. In particular, we formulate the routing problem for
DBR as an ILP problem. For the performance evaluation of DBR, see [EMSW03].

Given information:
Network parameters

• L: set of links

• αl: cost per wavelength channel in using link l

• Wl: number of wavelength channels on link l27

Traffic parameters

• S: set of s-d pairs (with nonzero traffic)

• as: call arrival rate (offered traffic) for s-d pair s

• Bmax: target upper bound on call blocking probability

Path parameters

• Ps: set of candidate paths for s-d pair s

• P =
⋃

s∈S Ps: set of all paths

• Pl: set of paths (from all s-d pairs) that use link l

Variables:

• f p: number of wavelength channels assigned on path p

• gs: total number of wavelength channels assigned for s-d pair s

Objectives:

27Note that Wl = Fl|W| according to previously used notations.
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• The objective is to minimize the total cost of the wavelength channels that are
assigned for DBR.

minimize
∑

l∈L

αl

(
∑

p∈Pl

f p

)

Constraints:

• Link capacity limitation

∀l ∈ L,
∑

p∈Pl

f p ≤ Wl

• Definition of gs

∀s ∈ S,
∑

p∈Ps

f p = gs

• Upper bound on call blocking probability

∀s ∈ S, Erl(as, gs) ≤ Bmax

• Integer constraints

∀p ∈ P , f p ∈ Z
+

∀s ∈ S, gs ∈ Z
+

The above set of constraints do not directly yield an ILP problem due to the nonlinear
constraints of the form Erl(as, gs) ≤ Bmax. To make the problem linear, define g̃s to be
the minimum integer value of gs such that Erl(as, gs) ≤ Bmax. We can presolve and use g̃s

in the ILP problem. Accordingly, the nonlinear constraints can be dropped. The overall
ILP problem is as follows.

minimize
∑

l∈L

αl

(
∑

p∈Pl

f p

)

subject to

∀l ∈ L,
∑

p∈Pl

f p ≤ Wl

∀s ∈ S,
∑

p∈Ps

f p = g̃s

∀p ∈ P , f p ∈ Z
+

(4.29)

Recall that we have assumed opaque optical networks in the above discussion. It is
interesting to investigate how DBR can be extended to support RWA for transparent
optical networks.
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4.6.4 Heuristics for Dynamic RWA

Several heuristics exist for dynamic RWA. In general, the performances of these heuris-
tics have been investigated mainly through computer simulations. We first mention a
reasonably efficient heuristic called the least congested path (LCP) algorithm proposed
in [CY94].

The LCP algorithm operates by defining a congestion of a path to be the number of
unusable wavelengths for the path. For each call arrival, the LCP algorithm performs the
following two steps.

1. Find the least congested path. If there is a tie, then choose the shortest path based
on some metric, e.g. hop count.

2. Assign the first available wavelength, i.e. first-fit, to the selected path.

When a call departs, we simply release the wavelength channels along the path. The
following example illustrates the operations of the LCP algorithm.

Example 4.10 (RWA of LCP algorithm): Assume the network topology and the
existing lightpaths as shown in figure 4.30. Suppose that there is a new call from node 5
to node 2, and we are to choose between two paths: 5→1→2 and 5→4→2. Computing
the path congestions, we find that path 5→1→2 has its congestion equal to 1, while path
5→4→2 has its congestion equal to 2. Hence, the LCP algorithm would choose path
5→1→2 to set up a lightpath for the new call. �
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Figure 4.30: RWA based on the LCP algorithm.

It is worth noting that the LCP algorithm performs RWA in one combined step. in
particular, it performs routing while taking into account the wavelength availabilities
on different candidate paths. Accordingly, the LCP algorithm requires knowledge of
wavelength usages on all links in the network, or at least on the candidate paths. Without
such knowledge, one can perhaps perform routing separately from wavelength assignment.
Below are some possible routing heuristics.

1. In fixed routing, the same fixed path is used to set up a new lightpath for each new
request for each s-d pair.

2. In fixed alternate routing, a fixed set of k paths are used for each s-d pair in some
order. When there is a new request, we first try to set up a lightpath on the 1st
shortest path. If the 1st shortest path cannot support, then we try the 2nd shortest
path, and so on up to the kth shortest path.
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3. In design-based routing (DBR), we utilize static optimization results taking into
account traffic statistics to guide dynamic routing. DBR has been discussed in a
previous section.

Once a path is selected from the routing process, we can assign a wavelength using
on the following proposed heuristics. Several other heuristics can be found in [ZJM00].

1. In first-fit wavelength assignment, we select the supportable wavelength that has
the lowest wavelength index.

2. In most-used wavelength assignment, we select a supportable wavelength that is
used on the highest number of links. The idea is to leave unused wavelengths for
future requests that may need to travel multiple links.

3. In random wavelength assignment, we select randomly among the supportable wave-
lengths with equal probabilities.

4.7 Distributed Lightpath Setup and Release

So far we have considered operations of optical networks with centralized control. When
the network becomes large, it is desirable to have distributed network control. For light-
path setup and release, an advantage of distributed control over centralized control is
faster response time. However, since multiple lightpath setups can occur at the same
time and they may try to reserve the same resources, we have to consider the probability
of a setup failure due to out-of-dated information on wavelength availabilities.

To be more specific, consider for a moment what needs to happen when we set up a
lightpath, as illustrated in figure 4.31.

source destination

time
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packet
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(routing)
wavelength

assignment

(routing)
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source destination

time
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Figure 4.31: Operations of distributed lightpath setup.

Suppose a path is found and we want to set up a lightpath from some source to some
destination in a distributed fashion. To find out the wavelength availability on each link
along the path, we can send a probe packet on a control channel from the source to the
destination. In figure 4.31, the vertical axis denotes time. Thus, the probe packet moves
downwards as it travels through multiple links.
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We may send probe packets along multiple paths and let the destination choose the
paths. Thus, routing can be performed at either the source or the destination. The
destination can select a path, if desired, and select a wavelength. After the selection,
it then sends a reservation packet back towards the source. This reservation scheme is
referred to as destination initiated reservation (DIR).

Notice that if any other lightpath setup happens to take the available wavelength
on any relevant link during this process, then the reservation is not successful and we
fail to set up the lightpath. This kind of blocking is called blocking due to out-of-dated
information. Accordingly, there is a vulnerable period where changes in the wavelength
usage in the network can result in a setup failure.

Interestingly, when we apply random wavelength assignment, it becomes less likely
for two or more lightpaths trying to reserve the same wavelength. In this environment,
random wavelength assignment can outperform deterministic approaches such as first-fit.
More detailed comparison of wavelength assignment algorithms in distributed environ-
ments can be found in [ZY02].

In an alternative reservation scheme called source initiated reservation (SIR), blocking
due to out-of-dated information is avoided by reserving wavelengths in the direction from
source to destination. Since the source does not know the wavelength usage information
on all the links on the path, it needs to reserve more than one wavelength for a reasonably
high success probability. This creates another problem called over-reservation, which
refers to the case in which another call tries to reserve a wavelength that is already
reserved by a current setup but is not used eventually.

We shall focus on the analysis of DIR in what follows. The discussion is based
on [JX01], which uses the link decomposition method for approximating blocking prob-
abilities. For simplicity, wavelength usages on different links are assumed to be indepen-
dent. A more complicated analysis based on a modified model with correlation among
wavelength usages on different links is available in [LXC05] for both DIR and SIR.

† Approximated Blocking Probabilities for DIR

We assume fixed routing and focus on DIR. We distinguish between two types of blocking
for a new call. The first type, called blocking due to insufficient resource and denoted by
Bp

res, results from the lack of a continuously free wavelength on all links on the desired
path p. The second type, denoted by Bp

inf , is blocking due to out-of-date information on
wavelength usages.

In what follows, we shall assume the same definitions and notations as in the approx-
imation for call blocking probabilities for transparent optical networks. Note that, for
centralized control, the overall blocking probability of path p, denoted by Bp, is equal
to Bp

res. In particular, the approximation procedure discussed previously can be used to
compute Bp

res. Recall that, for path p containing links l1, . . . , lH , B
p
res is given by

Bp
res =

W∑

m1=0

· · ·
W∑

mH=0

ql1(m1) · · · qlH (mH)q0(m1, . . . ,mH), (4.30)

where ql(m) is the probability thatm wavelengths are free on link l, and qn(m1, . . . ,mH) is
the probability of having n free wavelengths on a path with the number of free wavelengths
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on H links equal to m1, . . . ,mH . More generally, we can write

Pr{Y p = n} =
W∑

m1=0

· · ·
W∑

mH=0

ql1(m1) · · · qlH (mH)qn(m1, . . . ,mH), (4.31)

where Y p is the number of free wavelengths on path p.
We now compute Bp

inf . To do so, we define additional notations.

• τ pl : propagation delay on link l on path p

• tl: delay from the time that link l was last observed until the time that an attempt
to reserve link l is made

• Sl: probability of not blocking (i.e. supporting) a new call (due to out-of-date
information) on link l

• (Sl|Sl′): probability of not blocking a new call on link l given no blocking on link l′

We first express Bp
inf in terms of Sl as

Bp
inf = 1− Sl1 · · ·SlH

= 1− (Sl1)(Sl2|Sl1) · · · (SlH |Sl1 · · ·SlH−1
). (4.32)

Notice that, if another lightpath p′ does not block path p on link li, then it will not block
path p on any of the downstream links li+1, . . . , lH . Consequently, we can write

(Sli |Sl1 , . . . , Sli−1
) =

∏

p′:li∈p′;l1,...,li−1 /∈p′

Pr{lightpath on p′ does not block on link li}.

(4.33)
By conditioning on Y p′ , we can make an approximation

Pr{lightpath on p′ does not block on link li|Y p′ = m}

≈ W −m

W
+

m

W

(
m−1∑

n=0

e−ap
′

tli (ap
′

tli)
n

n!

m− n

m

)

. (4.34)

The first term W−m
W

is the proability that the wavelength chosen for the lightpath setup
is not among the m free wavelenghs on path p′. Accordingly, m/W is the probability that

the chosen wavelength is among them free wavelengths for p′. The term e−ap
′

tli (ap
′

tli)
n/n!

describes the probability of having n lightpath setups for p′ during the vulnerable period
of link li. Finally,

m−n
m

is the probability that the chosen wavelength for p is not among
the chosen wavelengths for the n lightpath setups on p′. Note that we ignore the rare
possibility that a call for p′ is set up and taken down during the vulnerable period. It
follows that

(Sli |Sl1 , . . . , Sli−1
)

=
∏

p′:li∈p′;l1,...,li−1 /∈p′






Pr{Y p′ = 0}+
∑W

m=1 Pr{Y p′ = m}
[

W−m
W

+ m
W

(

∑m−1
n=0

e
−ap

′
tli (ap

′

tli )
n

n!
m−n
m

)]






(4.35)



100 CHAPTER 4. WAVELENGTH-ROUTED WDM NETWORKS

In terms of τ pl , tli is given by (assuming that the processing delays at the nodes are
neglegible)

tli =
H∑

j=i

τ plj +
H∑

j=i+1

τ plj , (4.36)

where the first term is the delay towards the destination while the second term is the
delay towards the source.

Finally, the overall blocking probability can be computed from

Bp = Bp
res + (1− Bp

res)B
p
inf . (4.37)



Chapter 5

Traffic Grooming in WDM Networks

In the last chapter, we assume that each source-destination (s-d) pair has its taffic de-
mand equal to an integer multiple of wavelength unit. Accordingly, supporting such
traffic in transparent wavelength division multiplexing (WDM) networks can be done by
establishing lightpaths between s-d pairs. In addition, these established lightpaths will
be fully utilized.

In this chapter, we allow for subwavelength traffic. For example, the traffic of an s-d
pair may be equal to 0.3 wavelength unit. In this type of scenario, a single lightpath may
carry multiple traffic streams from different s-d pairs. This multiplexing of several traffic
streams onto a common lightpath is called traffic grooming, which is necessary for efficient
wavelength channel usages. Consequently, the traffic of an s-d pair may have to flow on
multiple lightpaths so that efficient traffic grooming can be performed at intermediate
switching nodes.

We shall first discuss traffic grooming in backbone WDM networks. Later on, we shall
consider traffic grooming in ring networks which are commonly used for metropolitan
WDM networks. We focus on static traffic, with some discussion on dynamic traffic
given in the final section.

5.1 ILP Formulation for Traffic Grooming

In this section, we modify the path-based formulation of the routing and wavelength as-
signment (RWA) problem to allow for traffic grooming of subwavelength traffic demands.
In this formulation, a lightpath is established as a high-rate bit pipe and is not necessarily
from a traffic source or to a traffic destination.

In the following ILP formulation, there are two sets of decision variables. One set
is for lightpath establishments, while the other set is for traffic flows of individual s-d
pairs. Lightpath establishment will follow the path-based formulation, while traffic flow
computation will follow the link-based formulation.

Given information
Network parameters

• W : set of wavelength channels in each fiber

• N : set of nodes

• M: set of all node pairs in which each pair contain two distinct nodes

101
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• L: set of links

• αl: cost per wavelength channel in using link l

• Fl: number of fibers on link l

Traffic parameters

• S: set of s-d pairs (with nonzero traffic)

• ts: traffic demand (in wavelength unit) for s-d pair s

Path parameters

• Pm: set of candidate paths for a lightpath between node pair m, including the link
between the node pair if it exists

• P =
⋃

m∈M Pm: set of all paths

• Pl: set of paths (from all node pairs) that use link l

• P(n,·): set of paths that leave from node n

• P(·,n): set of paths that go to node n

Variables1

• f p,s
w ∈ R

+: traffic flow on wavelength w on path p for s-d pair s

• gpw ∈ Z
+: number of lightpaths established on wavelength w on path p

Objective

• The objective is to minimize the total cost of the wavelength channels that are used
to established all the lightpaths.

minimize
∑

l∈L

αl

(
∑

w∈W

∑

p∈Pl

gpw

)

Constraints

• No wavelength collision on each link, i.e. each wavelength channel used at most Fl

times on link l
∀l ∈ L, ∀w ∈ W ,

∑

p∈Pl

gpw ≤ Fl

• Flow conservation constraint

∀n ∈ N , ∀s ∈ S,
∑

w∈W

∑

p∈P(·,n)

f p,s
w −

∑

w∈W

∑

p∈P(n,·)

f p,s
w =







−ts, n = source of s
ts, n = destination of s
0, otherwise

1Let R+ denote the set of nonnegative real numbers.
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• Existence of lightpaths to support traffic flows

∀p ∈ P , ∀w ∈ W ,
∑

s∈S

f p,s
w ≤ gpw

• Nonnegativity and integer constraints

∀p ∈ P , ∀s ∈ S, ∀w ∈ W , f p,s
w ∈ R

+

∀p ∈ P , ∀w ∈ W , gpw ∈ Z
+

The overall optimization problem is as follows.

minimize
∑

l∈L

αl

(
∑

w∈W

∑

p∈Pl

gpw

)

subject to

∀l ∈ L, ∀w ∈ W ,
∑

p∈Pl

gpw ≤ Fl

∀n ∈ N , ∀s ∈ S,
∑

w∈W

∑

p∈P(·,n)

f p,s
w −

∑

w∈W

∑

p∈P(n,·)

f p,s
w =







−ts, n = source of s
ts, n = destination of s
0, otherwise

∀p ∈ P , ∀w ∈ W ,
∑

s∈S

f p,s
w ≤ gpw

∀p ∈ P , ∀s ∈ S, ∀w ∈ W , f p,s
w ∈ R

+

∀p ∈ P , ∀w ∈ W , gpw ∈ Z
+

(5.1)

In the above ILP formulation, the number of variables is |P||S||W| + |P||W|. The
number of constraints (not including the integer constraints) is |L||W|+ |N ||S|+ |P||W|.
Since the number of paths among node pairs increases exponentially with the network
size, the above ILP problem is in general quite complex to solve.

In [VS11], a similar ILP formulation, i.e. path-based formulation for lightpath estab-
lishment and link-based formulation for traffic flows, is used to study electronic switch
port allocation in WDM networks. To reduce the computation time for solving the ILP
problem, the simulated annealing technique is applied. Roughtly speaking, the solution
algorithm starts with a random selection of lighpaths to be established. Given the light-
paths, the traffic routing is solved as a linear programming (LP) problem. In the next
iteration, the algorithm performs on of the following: removing an existing lightpath,
establishing a new lightpath, moving one lightpath from one path to another. The algo-
rithm terminates when the objective function value does not change significantly, i.e. is
less than a prespecified threshold. We shall not discuss this technique in detail for the
course. Instead, we turn our attention to traffic grooming for ring networks, which are
commonly used for metropolitan WDM networks where traffic grooming is necessary for
efficient wavelength channel utilization.
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5.2 Metropolitan WDM Rings

Although it is quite possible to connect nodes in a metropolitan WDM networks in various
network topologies, topologies based on rings are the most common because of their self-
healing ability, i.e. 2-connectedness. In particular, SONET/SDH rings can automatically
detect a link/node failure and reroute traffic around the ring in the opposite direction to
recover from the failure. We point out some examples of self-healing rings below. More
details are available in [RSS10].

For a unidirectional path switching ring (UPSR), there are two fibers connecting each
adjacent node pair. The fibers in one direction, say the clockwise (CW) direction, are
used for working paths only. Accordingly, the fibers in the counterclockwise (CCW)
direction are used for backup paths only. In addition, a UPSR employs dedicated (1+1)
path protection. Figure 5.1 shows example connections between s-d pairs in a UPSR.

node 

6

node 1

2

3

4

5

6

λ1

λ1

λ1

λ1

CW CCW

node 1

2

3

4

5

6

node 1

2

3

4

5

6

λ1

λ1

λ1

λ1

CW CCW

Figure 5.1: Connections between s-d pairs 1-3 and 3-1 in a UPSR. Working paths are
shown as solid lines, while backup paths are shown as dashed lines.

For a bidirectional line-switched ring (BLSR), both CW and CCW fibers are used to
carry working lightpaths. For a BLSR/2, which is common for self-healing rings, there are
two fibers connecting each adjacent node pair. Half of the wavelengths in each direction
are for working paths, while the other half are for backup paths. In addition, BLSR
is a shared link or span (for node failure) protection scheme. Under normal operation
(without any failure), backup capacities can be used to carry low-priority traffic that
is preempted when a node/link failure occurs. Figure 5.2 shows example connections
between node pairs in a BLSR. Note that, for the same traffic, three wavelengths are
required (instead of 2) if we use a UPSR in figure 5.1.

According to [KFH+00] and [SS99], it is expected that a metropolitan WDM network
consists of a feeder ring network connecting several distribution networks, as shown in
figure 5.3. A feeder ring network consists of several access nodes (ANs) and at least one
egress node (EN). An AN serves as an interface between a distribution network and the
feeder ring, while an EN serves as an interface between the feeder ring and the backbone
network. A node can serve as both an AN and an EN. For failure recovery, there may be
multiple ENs in a feeder ring. We shall focus on feeder ring networks in this section.

For a SONET/SDH ring, a common device for traffic grooming is an electronic add-
drop multiplexer (ADM). In a self-healing ring such as a UPSR or a BLSR, an ADM is
also responsible for failure recovery.

Currently, a wavelength typically supports 10 Gbps, while most connections in a MAN
may need only 2.5 Gbps or less. For simplicity, assume for the current discussion that
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Figure 5.2: Connections between node pairs 1-3, 3-1, 3-4, 4-3, 4-6, and 6-4 in a BLSR.
Working paths are shown as solid lines, while backup wavelengths are shown as solid
lines. Because of shared protection, only two wavelengths are required.
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Figure 5.3: Typical metropolitan optical network (based on [SS99, p. 2433]).

all connection rates are 2.5 Gbps. An ADM can be used to drop any subset of 2.5-
Gbps connections and add any subset of 2.5-Gbps connections based on time division
multiplexing (TDM). Figure 5.4 shows an example operation of an ADM. Note that we
explicitly label the directions (CW or CCW) of input and output wavelengths, but do
not show the contents of backup wavelengths.

Note that ADMs are needed at an AN only for the wavelengths that are dropped,
added, or both. Given a specific RWA for traffic connections, we can specify the locations
of ADMs in the feeder ring, as shown in the following example.

Example 5.1 (based on [CM00, p. 3]): Consider a UPSR with four nodes. Suppose
that each wavelength channel can support four traffic connections. (For example, a
connection rate is 2.5 Gbps while a wavelength channel rate is 10 Gbps.) Suppose that
each node pair requires two connections. Consider the first wavelength assignment of
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ADM

λ (1), λ (2), λ (4) λ (1), λ (3), λ (4)

λ (1), λ (2) λ (1), λ (3)

λ (k) corresponds tokthtime slot in wavelengthλ, k= 1, 2, 3, 4.
Each time slot corresponds to the rate of 2.5 Gbps.

CW

CCW
(for protection)

end users/equipment

ADM

λ (1), λ (2), λ (4) λ (1), λ (3), λ (4)

λ (1), λ (2) λ (1), λ (3)

λ (k) corresponds tokthtime slot in wavelengthλ, k= 1, 2, 3, 4.
Each time slot corresponds to the rate of 2.5 Gbps.

CW

CCW
(for protection)

end users/equipment

Figure 5.4: Example operations of an ADM in a UPSR.

traffic.

λ1 : 1 ↔ 2, 3 ↔ 4

λ2 : 1 ↔ 3, 2 ↔ 4

λ3 : 1 ↔ 4, 2 ↔ 3

With this wavelength assignment, each node has some traffic on all three wavelengths.
It follows that each node must be equipped with ADMs for all three wavelengths, for a
total of 12 ADMs, as shown in the left diagram of figure 5.5.
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Figure 5.5: ADM placements for two different wavelength assignments.

Consider now the second wavelength assignment of traffic.

λ1 : 1 ↔ 2, 1 ↔ 3

λ2 : 2 ↔ 3, 2 ↔ 4

λ3 : 1 ↔ 4, 3 ↔ 4

With this wavelength assignment, only two ADMs on λ1 and λ3 are needed at node 1,
only two ADMs on λ1 and λ2 are needed at node 2, and so on, for a total of 9 ADMs.
Figure 5.5 compares the ADM placements of the two wavelength assignments. �

Example 5.1 indicates that different wavelength assignments can result in different
numbers of ADMs used. Similarly, in a BLSR, different RWAs can result in different
numbers of ADMs used.
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Recall that, in solving the RWA problem so far, our objective is to minimize the
total link costs. For a backbone network, we expect that the network cost is dominated
by the costs of long-distance transmission links. However, in a feeder ring, the cost of
electronic ADMs often dominates the overall network cost. In this scenario, it is desirable
to perform RWA to minimize the number of ADMs, e.g. [CM00] and [GLS98]. We next
investigate the problem of minimizing the number of ADMs in a feeder ring.

5.2.1 Static Traffic Grooming in Feeder Rings

We first consider a feeder ring with one EN and N ANs, as shown in figure 5.6. Assume
for now a UPSR in which working traffic is supported in the CW direction. Later on, we
shall consider a BLSR. For convenience, we use the term directed wavelength to denote
the wavelength in one of the two directions: CW and CCW. Note that one wavelength
is equivalent to two directed wavelengths in a feeder ring.

EN
AN 1

…

AN 2

AN 3

AN N

AN N – 1

EN
AN 1

…

AN 2

AN 3

AN N

AN N – 1

Figure 5.6: Feeder ring with one EN and N ANs.

Assume that a wavelength can support the traffic rate of g. In addition, each AN
has the traffic rate of r to transmit to the EN and to receive from the EN, where r < g.
Our goal is to find an RWA that minimizes the number of ADMs used. In what follows,
we call an RWA such that traffic between each AN and the EN is supported on a single
directed wavelength an RWA without traffic splitting.

Single-Hub Uniform Traffic Grooming for a UPSR

We first show that the minimum number of ADMs used for a UPSR, denoted by AUPSR
min , is

obtained with RWA without traffic splitting. Observe that, in a UPSR, there is no rout-
ing problem, so that RWA problem is essentially reduced to the wavelength assignment
problem.

Theorem 5.1 : Consider a feeder ring that is a UPSR with one EN and N ANs. Assume
that each AN transmits the traffic of rate r to the EN and receives the traffic of rate r
from the EN. Then,

AUPSR
min = N +

⌈
N

⌊g/r⌋

⌉

.

Proof: For the moment, let us focus on the downstream traffic from the EN to the ANs.
For a feeder ring with single-hub traffic, consider the fiber from the EN to AN 1 in the
CW direction. The traffic across this fiber is the traffic from the EN to all the ANs. Each
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CW directed wavelength can carry up to ⌊g/r⌋ ANs without traffic splitting. Since CCW
directed wavelengths are for backup traffic, the number of ANs that can be supported on
a single wavelength is ⌊g/r⌋.

We now argue that the above expression for AUPSR
min corresponds to the number of

ADMs for the above wavelength assignment without traffic splitting. The first term,
i.e. N , corresponds to having one ADM at each AN. The second term is the number of
wavelengths required to support N ANs in a ring, which is the same as the number of
ADMs at the EN. This term is obtained by dividing N by the number of ANs that can

be supported on a single wavelength, i.e. ⌊g/r⌋, yielding a total of
⌈

N
⌊g/r⌋

⌉

ADMs at the

EN. Note that
⌈

N
⌊g/r⌋

⌉

is the minimum number of ADMs at the EN for any wavelength

assignment without traffic splitting.
We now argue that the above wavelength assignment without traffic splitting mini-

mizes the number of ADMs used. To see why, consider a different wavelength assignment
in which the traffic to a specific AN is supported on two or more wavelengths. By moving
this traffic to a common wavelength (using an unused wavelength if necessary), we reduce
the number of ADMs at the AN by at least one while increase the number of ADMs at
the EN by at most one, yielding at most the same number of ADMs as before. We can
repeat this process until no traffic splitting remains.

It follows that, if there exists a wavelength assignment with traffic splitting that uses
the minimum number of ADMs, the same number of ADMs can be used for a wavelength
assignment without traffic splitting. From the above discussion, the minimum number of

ADMs required to support downstream traffic is N +
⌈

N
⌊g/r⌋

⌉

.

The above arguments are based on downstream traffic from the EN to the ANs only.
However, by routing the upstream traffic from the ANs to the EN along the same paths
on identical wavelengths, it follows that the same number of wavelengths and ADMs can
support both upstream and downstream traffic. Thus, the above number of ADMs is the
minimum. �

For convenience, we shall use the term circle-based routing to refer to supporting
downstream and upstream traffic connections between the EN and each AN on the same
wavelength. Notice that these two connections form a full circle, as illustrated in fig-
ure 5.7. In what follows, a circle refers to a fixed traffic rate on all links around the ring
on a directed wavelength. In addition to a CW circle for working traffic between the EN
and AN 2, figure 5.7 shows a CCW circle for the corresponding backup traffic.

EN

AN 2

EN

AN 2CW
working
circle

CCW
backup
circle

EN

AN 2

EN

AN 2CW
working
circle

CCW
backup
circle

Figure 5.7: Working and backup circles for connections between the EN and AN 2.

Can we minimize the number of ADMs and the number of active wavelengths at the
same time? The answer is no, as shown in the following example.
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Example 5.2 (Minimizing the number of wavelengths versus minimizing the
number of ADMs): Assume that g = 4, r = 3, and N = 4. Using the cut between the
EN and AN 1, the cut set lower bound tells us that the minimum number of wavelengths,
denoted by WUPSR

min , is at least ⌈4× 3/4⌉ = 3. The wavelength assignment in figure 5.8(a)
shows thatWUPSR

min ≤ 3, and henceWUPSR
min = 3. Note that only the wavelength assignment

for downstream working traffic is shown; the wavelength assignment for upstream working
traffic is based on circle-based routing. In this case, the number of ADMs used is 6 and
the ANs and 3 at the EN, for a total of 9 ADMs.

However, using 4 wavelengths as in figure 5.8(b), we obtain the minimum number of
ADMs through wavelength assignment without traffic splitting. The corresonding number
of ADMs is 4 at the ANs and 4 at the EN, for a total of 8 ADMs. �
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Figure 5.8: Wavelength assignments for minimizing the number of wavelengths and for
minimizing the number of ADMs.

Based on the cut set lower bound and a straightforward wavelength assignment, e.g.
greedy algorithm, we can specify the minimum number of wavelengths WUPSR

min for sup-
porting the single-hub uniform traffic as follows.

Theorem 5.2 : Consider a feeder ring that is a UPSR with one EN and N ANs. Assume
that each AN transmits the traffic of rate r to the EN and receives the traffic of rate r
from the EN. Then,

WUPSR
min = ⌈Nr/g⌉.

Recall that the number of wavelengths used for minimizing the number of ADMs is⌈
N

⌊g/r⌋

⌉

. Since it is possible that
⌈

N
⌊g/r⌋

⌉

>
⌈
Nr
g

⌉

(as in the previous example), obtaining

the minimum number of ADMs may use more than WUPSR
min wavelengths.

Consider now minimizing the number of ADMs subject to the constraint that no
more than WUPSR

min wavelengths are used. The following algorithm, proposed in [CM00],
yields the wavelength assignment with the minimum number of ADMs using WUPSR

min

wavelengths. The algorithm assumes circle-based routing; if we assign a connection of
some rate from the EN to an AN, the same connection rate is assigned from the AN to
the EN in the same direction on the same wavelength, forming a circle. For circle-based
routing in a UPSR, we can focus on supporting the downstream working traffic from the
EN to the ANs. Once we have found the wavelength assignment for such traffic, it is
straightforward to identify the wavelength assignment for the rest of traffic.
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Wavelength assignment for minimizing the number of ADMs using WUPSR
min wave-

lengths: Consider wavelength assignment for the traffic from the EN to the ANs. Initialize

the algorithm with D̃ = WUPSR
min , g̃ = g, Ñ = N , and r̃ = r. In each iteration, D̃ is the

number of CW directed wavelengths with some unused capacities, g̃ is the remaining
capacity left in these D̃ CW directed wavelengths, Ñ is the number of ANs with traffic
left to be supported, and r̃ is the amount of traffic left at these Ñ ANs.

1. Fill each of D̃ CW directed wavelengths with r̃ units of traffic for up to ⌊g̃/r̃⌋ ANs.
Denote the number of unsupported ANs by N ′. Note that N ′ can be expressed as

N ′ = max
(

0, Ñ −
⌊
g̃
r̃

⌋
D̃
)

.

If N ′ = 0, the algorithm terminates. Consider N ′ > 0; the remaining capacity
on each CW directed wavelength is g′ = g̃ −

⌊
g̃
r̃

⌋
r̃ < r̃. Note that we must have

N ′ < D̃, otherwise the remaining unassigned traffic r̃N ′ cannot be supported on
the remaining capacity g′D̃.

2. Fill the remaining capacity g′ of N ′ CW directed wavelengths by the traffic from
each of the remaining N ′ ANs. The remaining traffic of each of N ′ ANs becomes
r′ = r̃ − g′.

Repeat this step until r′ < g′. Let k denote the number of repetitions. In particular,
after k repetitions, r′ = r̃ − kg′ < g′.

3. If r′ = 0, the algorithm terminates. Consider r′ > 0. Now there are D′ = D̃ − kN ′

CW directed wavelengths with capacity g′ left, and N ′ nodes with traffic r′ left with
r′ < g′. Update the parameters by setting D̃ = D′, g̃ = g′, Ñ = N ′, r̃ = r′, and
repeat steps 1-3 until all traffic has been assigned, i.e. r′ = 0.

The proof of algorithm correctness is available in [CM00] and is omitted here. Roughly
speaking, the proof is based on arguing that we can transform any wavelength assignment
to the resultant wavelength assignment given by the algorithm without increasing the
number of ADMs used. Note that this argument is similar in nature to the proof of
theorem 5.1. The following example illustrates the operations of the algorithm.

Example 5.3 : Assume that N = 4, g = 7, and r = 5. In this case, WUPSR
min =

⌈4 × 5/7⌉ = 3. Note that the algorithm will give the wavelength assignment only for
the downstream working traffic from the EN to the ANs. We extend the wavelength
assignment for the overall traffic shortly. Consider the first round of the algorithm.

• In step 1, each of 3 CW directed wavlengths can support ⌊7/5⌋ = 1 AN, for a total
of 3 ANs. The remaining capacity is g′ = 7 − ⌊7/5⌋5 = 2. The remaining number
of unsupported ANs is N ′ = 4− 1× 3 = 1.

• In step 2, we support 2 traffic units for the remaining AN on CW directed wave-
lengths. We repeat this two times, i.e. k = 2, to get r′ = 5− 2× 2 = 1.

• In step 3, we set D̃ = 3 − 2 × 1 = 1, g̃ = 2, Ñ = 1, and r̃ = 1, and move to the
second round.

Consider the second round of the algorithm.
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Figure 5.9: Resultant wavelength assignment and its extension. Note that only the
connections between the EN and AN 1 are shown in (b).

• In step 1, we support the remaining 1 traffic unit for the remaining AN on the
remaining CW directed wavelength. Since N ′ = 0, the algorithm terminates.

Figure 5.9(a) shows the wavelength assignment obtained by the algorithm. Fig-
ure 5.9(b) shows the corresponding extension for the connections between the EN and
AN 1. Notice how a pair of working or backup connections form a circle. �

Single-Hub Uniform Traffic Grooming for a BLSR

For a feeder ring that is a BLSR, working traffic can be supported on both CW and CCW
directed wavelengths. However, for each wavelength, only one directed wavelength is
available to support working traffic; the other directed wavelength is for backup capacities.
By viewing working directed wavelengths of a BLSR as CW directed wavelengths for a
UPSR, we can establish the following theorem. The proofs are essentially the same as
the proofs of theorems 5.1 and 5.2 and are thus omitted.

Theorem 5.3 : Consider a feeder ring that is a BLSR with one EN and N ANs. Assume
that each AN transmits the traffic of rate r to the EN and receives the traffic of rate r
from the EN. Then,

ABLSR
min = AUPSR

min = N +

⌈
N

⌊g/r⌋

⌉

,

WBLSR
min = WUPSR

min = ⌈Nr/g⌉.

It should be noted that the equality WBLSR
min = WUPSR

min is valid as a consequence of the
single-hub traffic assumption. It is not valid for any arbitrary traffic, as can be seen from
figure 5.2. In addition, note that, for single-hub traffic, each connection is either from the
EN or to the EN. It does not matter in this case whether the connection is routed in the
CW direction or in the CCW direction. Therefore, even if there is a choice of routing in
a BLSR, the choice could be made arbitrary. It follows that the wavelength assignment
algorithm to minimize the number of ADMs in a UPSR subject to using the minimum
number of wavelengths can be applied to do the same task in a BLSR.
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Example 5.4 : Assume that N = 4, g = 7, and r = 5. In addition, assume that working
directed wavelengths for the BLSR are CW for λ1 and λ2, and CCW for λ3 and λ4. In
this case, WBLSR

min = ⌈4 × 5/7⌉ = 3. The RWA for the downstream working traffic from
the EN to the ANs is shown in figure 5.10(a). Figure 5.10(b) shows the corresponding
extension for the connections between the EN and AN 2. �
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Figure 5.10: Resultant RWA and its extension for a BLSR. Note that only the connections
between the EN and AN 2 are shown in (b).

Non-Uniform Single-Hub Traffic Grooming

We now consider a feeder ring with one EN and N ANs with non-uniform single-hub
traffic. The discussion in the above section on a BLSR shows that, by considering a
working directed wavelength of a BLSR as a CW directed wavelength of a UPSR, we
need not have separate discussions on a BLSR and a UPSR. Therefore, in what follows,
we focus on a UPSR.

In particular, AN i transmits ri units and receives ri units of traffic to and from
the EN, where i ∈ {1, . . . , N}. Our objective here is to perform wavelength assignment
to minimize the number of ADMs. Based on the same arguments as for the uniform
traffic, we claim that the minimum number of ADMs can be obtained from wavelength
assignment with no traffic splitting. So we can concentrate on wavelength assignment
with no traffic splitting. To see that the grooming problem with no traffic splitting is not
an obvious one, consider the following example. Note that we consider only downstream
working traffic from the EN. Upstream traffic can be supported using circle-based routing,
while backup traffic is supported on CCW directed wavelengths in a straightforward
fashion.

Example 5.5 : Assume N = 4 and g = 7. Consider a UPSR with 4 ANs with
(r1, r2, r3, r4) = (3, 2, 5, 4). By a greedy approach, we may groom traffic to ANs 1 and
2 together. It follows that we need 2 additional wavelengths for traffic to ANs 3 and 4.
This greedy WA is shown in figure 5.11(a); it uses 3 wavelengths and a total of 7 ADMs
(with 3 ADMs at the EN). Figure 5.11(b) shows an alternative wavelength assignment
that uses only 2 wavelengths and a total of 6 ADMs (with 2 ADMs at the EN). �

Since the number of ADMs at each AN is 1 and the number of ADMs at the EN
is equal to the number of wavelengths used. Minimizing the number of ADMs without
traffic splitting is the same as minimizing the number of wavelengths used. This problem
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Figure 5.11: Greedy approach does not yield the minimum number of ADMs.

is equivalent to the bin packing problem. In the bin packing problem, there are N objects
of sizes r1, . . . , rN , where 0 < ri < g for all i. Suppose that each bin can contain up to
the total size g. The bin packing problem is to find the minimum number of bins that
can hold all the objects. For our grooming problem a bin is equivalent to a wavelength.
The bin packing problem is known to be NP-complete [CLR97, p. 984].

To obtain an exact optimal solution, it is possible to formulate the bin packing problem
as an ILP problem. The parameters, variables, objective function, and constraints for
this ILP problem are shown below.

Given parameters:

• B: number of available bins (indexed from 1 to B)

• N : number of objects (indexed from 1 to N)

• g: size of bin

• ri: size of object i

Variables:

• aij ∈ {0, 1}: equal to 1 if and only if object i is assigned to bin j

• bj ∈ {0, 1}: equal to 1 if and only if bin j is used to contain at least one object

Objective:

• The objective is to minimize the number of used bins.

minimize
B∑

j=1

bj

Constraints:

• Assignment of each object to exactly one bin

∀i ∈ {1, . . . , N},
B∑

j=1

aij = 1
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• Bin usage and bin size limitation2

∀j ∈ {1, . . . , B},
N∑

i=1

riaij ≤ gbj

• Integer constraints

∀i ∈ {1, . . . , N}, j ∈ {1, . . . , B}, aij ∈ {0, 1}
∀j ∈ {1, . . . , B}, bj ∈ {0, 1}

The overall ILP problem is shown below.

minimize
B∑

j=1

bj

subject to

∀i ∈ {1, . . . , N},
B∑

j=1

aij = 1

∀j ∈ {1, . . . , B},
N∑

i=1

riaij ≤ gbj

∀i ∈ {1, . . . , N}, j ∈ {1, . . . , B}, aij ∈ {0, 1}
∀j ∈ {1, . . . , B}, bj ∈ {0, 1}

(5.2)

We assume that B is set large enough for the problem to be feasible. One possible
choice of B can be obtained from the first-fit heuristic. In the first-fit heuristic, we
consider one object at a time (from object 1 to object N). We place each object in the
lowest-index bin that can accommodate it.

Example 5.6 : Assume that N = 5 and g = 7. Suppose that (r1, r2, r3, r4, r5) =
(2, 4, 3, 2, 3). According to the first-fit heuristic, 3 bins will be used with the contents
{2, 4}, {3, 2}, and {3}. However, the minimum required number of bins is 2 with the
contents {2, 3, 2} and {4, 3}. �

The above example shows that the first-fit heuristic is in general suboptimal. Never-
theless, we next show that the first-fit heuristic uses at most twice the minimum number
of bins that is obtained from the ILP problem. In the context of traffic grooming, this is
equivalent to saying that the first-fit heuristic results in the number of ADMs at the EN
equal to at most twice the minimum value.

Theorem 5.4 : For the bin packing problem, the number of bins used by the first-fit
heuristic is at most twice the minimum number of bins.

2Note that, if bj = 0, then bin j must be empty.
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Proof: Let R =
∑N

i=1 ri. Since each bin can hold a total size of g, the minimum number
of bins, denoted by Bmin, is bounded by Bmin ≥ ⌈R/g⌉.

Observe that, in the solution obtained by the first-fit heuristic, there is at most one bin
that is less than half full. Otherwise, we can combine two such bins into one, contradicting
the operation of the heuristic. For convenience, we rank the bins in the decreasing order
of the total sizes contained; only the last bin can be less than half full.

Let Bff be the number of bins used by the first-fit heuristic. Since at most one bin is
less than half full, the total object sized contain by all but the last bin must be at least
(Bff − 1)g/2. In other words, the total object size remained for the last bin, denoted by
Rlast, is at most R− (Bff − 1)g/2. Since Rlast > 0 (otherwise the last bin is not needed),
we can write 0 < Rlast < R− (Bff − 1)g/2, yielding

Bff <
2R

g
+ 1, or equivalently Bff ≤

⌈
2R

g

⌉

.

Finally, from Bmin ≥ ⌈R/g⌉, it follows that

Bff ≤
⌈
2R

g

⌉

≤ 2

⌈
R

g

⌉

≤ 2Bmin.
�

5.2.2 Static Traffic Grooming in Feeder Rings with General
Traffic

In this section, we present an ILP formulation for general static traffic grooming in a
feeder ring. The formulation is based on [WCVM01]. Recall that we want to minimize
the number of ADMs used in the ring. For general traffic, the number of wavelengths
used for a UPSR and for a BLSR can be different. Since BLSRs are more common, we
shall consider only BLSRs in what follows.

As before, we assume that one wavelength channel can support g traffic units. A traffic
rate for any s-d pair will be an integral number of traffic units. A traffic unit corresponds
to a time slot in TDMA systems such as SONET/SDH. We now list the parameters,
variables, objective, and constraints of the ILP problem for static traffic grooming with
general traffic.

Given information:
Network parameters

• W : set of wavelength channels in each fiber

• g: capacity of each wavelength channel (in traffic unit or time slot)

• N : set of nodes

• L: set of links (one link is equivalent to one fiber)

• WDw ∈ {CW,CCW}: working direction of wavelength w

• (w, t): time slot t on wavelength w in direction WDw (The term circle will be used
to refer to such pair (w, t).)

Traffic parameters
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• S: set of s-d pairs with nonzero traffic

• S(i,·): set of s-d pairs whose source nodes are node i

• S(·,j): set of s-d pairs whose destination nodes are node j

• ts: traffic demand (in traffic unit or time slot) for s-d pair s

Path parameters

• psc: path for s-d pair s in ring direction c (CW or CCW)

Variables:

• f s
w,t ∈ {0, 1}: working traffic flow for s-d pair s on circle (w, t)

• aiw ∈ {0, 1}: equal to 1 if and only if an ADM is used at node i for wavelength w

Objective:

• The objective is to minimize the number of ADMs used.

minimize
∑

i∈N

∑

w∈W

aiw

Constraints:

• No collision on any link on any circle

∀l ∈ L, w ∈ W , t ∈ {1, . . . , g},
∑

s: l∈psWDw

f s
w,t ≤ 1

• Satisfaction of traffic demands

∀s ∈ S,
∑

w∈W

∑

t∈{1,...,g}

f s
w,t = ts

• ADM termination capacity contraints (transmit and receive)

∀i ∈ N , w ∈ W ,
∑

s∈S(i,·)

∑

t∈{1,...,g}

f s
w,t ≤ gaiw

∀j ∈ N , w ∈ W ,
∑

s∈S(·,j)

∑

t∈{1,...,g}

f s
w,t ≤ gajw

• Integer constraints

∀s ∈ S, w ∈ W , t ∈ {1, . . . , g}, f s
w,t ∈ {0, 1}

∀i ∈ N , w ∈ W , aiw ∈ {0, 1}
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The overall ILP problem formulation is given below. Note that the formulation al-
lows for traffic splitting if necessary. Therefore, if we know the minimum number of
wavelengths, denoted by Wmin, required to support the traffic, we can set |W| = Wmin

and solve the ILP problem to minimize the number of ADMs subject to the constraint
that no more than Wmin wavelengths are used.

minimize
∑

i∈N

∑

w∈W

aiw

subject to

∀l ∈ L, w ∈ W , t ∈ {1, . . . , g},
∑

s: l∈psWDw

f s
w,t ≤ 1

∀s ∈ S,
∑

w∈W

∑

t∈{1,...,g}

f s
w,t = ts

∀i ∈ N , w ∈ W ,
∑

s∈S(i,·)

∑

t∈{1,...,g}

f s
w,t ≤ gaiw

∀j ∈ N , w ∈ W ,
∑

s∈S(·,j)

∑

t∈{1,...,g}

f s
w,t ≤ gajw

∀s ∈ S, w ∈ W , t ∈ {1, . . . , g}, f s
w,t ∈ {0, 1}

∀i ∈ N , w ∈ W , aiw ∈ {0, 1}

(5.3)
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5.3 † Dynamic Traffic Grooming

A common objective for dynamic traffic grooming is to minimize the blocking probability
of a new connection setup. Most works in dynamic traffic grooming evaluate blocking
probabilities through simulations. Analyzing the blocking probability of dynamic traffic
grooming is complicated; approximation methods for general mesh networks are available
in [Xin04] and [XQD04].

Dynamic traffic grooming can be classified into single-hop (SH) and multi-hop (MH)
grooming. In SH grooming, each connection is terminated only at the source and the
destination. In MH grooming, a connection may be terminated by intermediate nodes
for the sake of traffic aggregation. We shall focus on SH grooming. Briefly speaking, for
SH grooming, when a call request arrives, we first check whether it can be supported on
any existing lightpath whose capacity is not fully utilized. If not, then we set up a new
lightpath to support the call.

To approximate the blocking probabilities, we shall use the link decomposition method.
Let us first list the assumptions.

• Call arrivals for s-d pair s form a Poisson process of rate as.

• Each call requires 1 traffic unit or time slot. Each wavelength can support g traffic
units.

• Each call holding time is exponentially distributed with unit mean.

• There is a single fiber with W wavelengths in each direction between two adjacent
switching nodes.

• The network has centralized control for lightpath setup and release.

• Routes for all calls are given. Fixed alternate routing is allowed.

• First-fit wavelength assignment is used.

We shall view a network with W wavelengths as W separate networks. By doing so,
we do not have to worry about the wavelength continuity constraint. For convenience, we
shall use the term waveroute to refer to a route in a network on a particular wavelength,
and the term wavelink to refer to a link on a particular waveroute. We define the following
notations for analysis.

Traffic parameters:

• au: offered traffic (call arrival rate) on waveroute u

• aul : offered traffic on wavelink l on waveroute u

• au: carried traffic on waveroute u

• aul : carried traffic on wavelink l on waveroute u

Blocking probability parameters:

• Bu: blocking probability for waveroute u
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• Bu
l : blocking probability for wavelink l on waveroute u

• ql(0): probablity that wavelink l is not used at all

• ql(u, j): probability that wavelink l is used by j calls on waveroute u

• Bs: call blocking probability for s-d pair s

We first write the expression for wavelink blocking probability Bu
l . Since a call rate is

smaller than the wavelength rate, even if some calls are already supported on waveroute
u, there may still be free time slots for a new call. This property of traffic grooming
makes the analysis different from approximating call blocking probabilities when each
call takes up a full wavelength rate. It was shown in [XQD04] that

Bu
l = 1− ql(0)−

g−1
∑

j=1

ql(u, j),

where ql(0) and ql(u, j) can be computed from

jql(u, j) = aul ql(u, j − 1),

ql(u, 0) = ql(0),

ql(0) +
∑

u: l∈u

g
∑

j=1

ql(u, j) = 1.

At this point, we can write Bu
l ’s in terms of aul ’s. Next, we shall write aul ’s in terms

of au’s and Bu
l ’s to get the implicit expressions for Bu

l ’s. It was shown in [XQD04] that
aul ’s can be written as follows.

Bu = 1−
∏

l∈u

(1− Bu
l ),

au = au(1−Bu),

au+1 = auBu where waveroutes u+ 1 and u are for the same s-d pair,

aul =
aul

1−Bu
l

=
au

1−Bu
l

.

Note that the third equation can also be applied for first-fit wavelength assignment
with fixed alternate routing when the alternate routes do not use the same wavelinks.
However, keep in mind that the third equation is an approximation. It is known that call
arrivals of overflow traffic (blocked from lower waveroute index) do not form a Poisson
process. However, we assume Poisson arrivals for overflow traffic in the above model.

From the above expressions, we have the implicit expressions for Bu
l ’s. Once we solve

for Bu
l ’s, e.g. by repeated substitution as in Erlang fixed-point equations, we can compute

the call blocking probability for s-d pair s as follows.

Bs =
∏

u: u is for s

Bu

Finally, observe that, when g = 1, the above process can be used to approximate
call blocking probabilities for first-fit wavelength assignment under fixed routing or fixed
alternate routing.
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Chapter 6

Optical Access and Broadcast
Networks

We now move closer to the network edges where we assume that end users are connected
to their networks via optical fibers.1 Even though the first/last-mile fiber connectivity is
not currently available for the majority, future Gbps end-to-end applications may greatly
increase the deployment of optical access networks.

For an optical access network, it is desirable to keep the cost per user low in order to
make the service fees low enough for users’ adoption.2 To do so, optical access networks
are typically designed to consist of only passive devices (except for terminal equipments)
and are reffered to as passive optical networks (PONs). Being passive, PONs have low
deployment costs as well as low maintenance costs, and thus are suitable for optical access
networks.

As a consequence from using only passive devices, PONs are not reconfigurable. Typ-
ical PONs are not wavelength-routed; there is no wavelength reuse by different users in
different parts of the network. In such networks, each wavelength is completely shared
by all users. Therefore, a fundamental network problem in a PON is finding an efficient
multiple access control (MAC) protocol as well as an efficient resource allocation algo-
rithm.3 We shall investigate various MAC and resource allocation protocols for PONs in
this chapter.

In addition to MAC, we shall discuss the problem of finding the maximum number of
supportable end users in a PON based on the requirement on the receiver sensitivity, i.e.
minimum receive power. Finally, we shall also discuss broadcast PONs which are relevant
to high-speed optical local area networks in which end users communicate mainly among
one another.

1The term “end user” may not be an individual; it could refer to a device, e.g. an Ethernet hub,
being shared by several individual users.

2Most users are not willing to pay much more than what they currently pay for high-speed asymmetric
digital subscriber line (ADSL) or cable modem services.

3Instead of using the term “bandwidth,” which is somewhat overused in the field of telecommunica-
tions, we shall use the term “resources” to refer to transmission time slots in time-division multiplexing
(TDM) based PONs.

121
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6.1 Physical Topologies for PONs

An access PON typically contains one central office (CO) and several end users. One
fundamental problem for an access PON is to find the maximum number of supportable
end users subject to the requirement based on the receiver sensitivity, i.e. minimum
receive power.

In what follows, let PT (in W) be the transmit power from the CO and from each
user, and PR (in W) be the receiver sensitivity. In addition, let N be the number of end
users in an access PON of interest.

Bus Topologies

One possible topology for an access PON is the bus topology shown in figure 6.1. In this
bus topology, downstream transmissions are carried by the bottom fiber, while upstream
transmissions are carried by the top fiber.

. . .
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transmitter

receiver
CO user 1

transmitter

receiver
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output 1

downstream
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Figure 6.1: Bus topology for an access PON.

For a coupler, assume the following relationship between the input powers and the
output powers. [

Pout,1

Pout,2

]

= γ

[
1− α α
α 1− α

] [
Pin,1

Pin,2

]

, (6.1)

where γ is the excess loss and α is the splitting ratio. The largest total loss (i.e. the
smallest multiplicative loss factor), denoted by L, occurs for the transmission from the
CO to user N (and vice versa) and is equal to

L = γNα(1− α)N−1. (6.2)

Suppose that we cannot choose the value of α, e.g. it is given that α = 1/2. The
maximum number of supportable users, denoted by Nmax, is obtained by solving PTL =
PR for N , i.e. solving PTγ

Nα(1− α)N−1 = PR, yielding

Nmax = −
log
(

α
1−α

PT

PR

)

log(γ(1− α))
. (bus with fixed α) (6.3)

However, if we can choose the value of α to maximize L, the optimal value of α as
a function of N , denoted by α∗, is obtained by solving dL/dα = 0, yielding α∗ = 1/N .
Substituting α∗ into the expression for L yields

L = γN 1

N

(

1− 1

N

)N−1

≈ γN 1

Ne
,
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where the approximation is made for large N . From PTL = PR, we can write

Nmaxγ
−Nmax =

1

e

PT

Pmin

. (bus with α = 1/N). (6.4)

Note that we cannot get an explicit expression for Nmax in this case. It is interesting
to consider the case in which each coupler has no excess loss, i.e. γ = 1. In this case, we
have Nmax = 1

e
PT

PR
, which is a factor of 1/e away from the ideal physical limit based on

power splitting.

Trees and Stars

Other candidate topologies for PONs are tree and star topologies. Let us consider a
binary tree topology based on the use of optical couplers, as shown in figure 6.2. For
simplicity, we do not worry about the constraint that N must be a power of 2.

CO

user 1 …user 2 user N

50-50 coupler (α = 1/2)

RxTx RxTx RxTx RxTx Rx: receiver

Tx: transmitter

CO

user 1 …user 2 user N

50-50 coupler (α = 1/2)

RxTx RxTx RxTx RxTx Rx: receiver

Tx: transmitter

Figure 6.2: Binary tree topology for an access PON.

Using the same coupler model as for bus topologies with α = 1/2, we compute the
largest total loss as

L = (γ/2)log2 N . (6.5)

Solving PTL = PR for Nmax, we obtain

Nmax = 2−
log(PT /PR)

log(γ/2) . (tree with α = 1/2) (6.6)

Note that, if each coupler has no insertion loss, i.e. γ = 1, it follows that Nmax =
PT/PR, which is equal to the physical limit based on ideal power splitting. More generally,
if we use an M × M array waveguide grating (AWG) with excess loss factor γ as a
splitter/combiner, then the expression for Nmax can be generalized as

Nmax = M−
log(PT /PR)

log(γ/M) . (tree with M ×M AWG) (6.7)

Finally, if we view all the couplers/AWGs together as a single splitting/combining
unit, the resultant topology looks like a star, as shown in figure 6.3. The star topology
is commonly used for access PONs and appears in several industrial standards.4

4However, in several standards, a single fiber is used for the transmissions in both directions using
wavelength division multiplexing (WDM).
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CO
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combiner

RxTx RxTx RxTx RxTx
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Figure 6.3: Star topology for an access PON.

Figure 6.4 shows the comparison of Nmax for different topologies as a function of the
ratio PT/PR. We assume γ = 0.95 and α = 1/2 for trees and buses with fixed α. Note
that, for buses with α∗ = 1/N , we need to numerically evaluate Nmax. We see that tree
topologies can potentially support many more users than bus topologies even though
the optimization of α is allowed. This advantage is a major reason why tree and start
topologies are common for access PONs.
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Figure 6.4: Comparison of Nmax for different topologies. Assume that γ = 0.95 and
α = 1/2 for trees and buses (with fixed α).

6.2 MAC Protocols for Access PONs

In this section, we consider MAC issues for a star access PON. There are two types of
transmissions: downstream from the CO and upstream to the CO. We first discuss a
basic difference between these two types of transmissions.

Downstream transmissions are broadcast by the CO. Since all transmissions are done
by the CO, it is obvious that collisions are not a problem. The remaining problem for the
CO is how to share the downstream transmission bandwidth efficiently and fairly in a
dynamic fashion. Such an algorithm for sharing a common transmission bandwidth can
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Figure 6.5: Difference between upstream and downstream transmissions.

be referred to as a dynamic resource allocation algorithm.5

Upstream transmissions are sent by individual users to the CO. Unlike downstream
transmissions where the queue is maintained at the CO, queues for upstream transmis-
sions are maintained at the end users away from the CO. The main problem is how
the users can inform the CO about their queues. Figure 6.5 illustrates the main differ-
ence between upstream and downstream transmissions. In short, the queue knowledge is
up-to-date for downstream resource allocation, but may be out-of-date for an upstream
allocation.

6.2.1 Downstream Resource Allocation for Access PONs

We first focus on downstream resource allocation, where we can assume accurate queue
information. We start by giving two example allocations. The first is fair but not efficient,
while the second is efficient but not fair.

Example 6.1 : Consider a fixed round-robin scheme in which time is divided into slots
each of which lasts for one data packet transmission time. The time slots are numbered
periodically as 1, 2, . . . , N, 1, 2, . . . , N, . . .. In a slot numbered i, the CO transmits the
oldest packet to user i, if exists. Otherwise, the CO leaves the slot unused.

Since all users receive the same share of transmission time slots, this scheme is fair.
However, possible unused time slots make the scheme inefficient. �

Example 6.2 : Assume that the CO uses the first-come-first-serve (FCFS) policy,6 i.e.
the CO transmits the data packets in the order of their arrivals. As before, assume that
time is divided into slots each of which lasts for one packet transmission time. Now
assume that the rate of packets to user 1 is much higher, say 10 times, than all the other
rates (assumed equal). Then, when there are packets to all users all the time, the FCFS

5It is also referred to as a dynamic bandwidth allocation (DBA).
6This policy is also called the first-in-first-out (FIFO) policy.
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policy will assign 10 times more time slots to user 1 than to each of the other users.
Since there is never an unused time slot as long as traffic exists, the scheme is efficient.
However, since there is no mechanism to prevent a user with large traffic from taking a
large portion of time slots, this scheme is not fair. �

We shall next discuss fair and efficient resource allocation algorithms for the CO. We
assume for now that the system has only one data wavelength channel for downstream
transmissions. We start with the algorithm called generalized processor sharing (GPS),
which is not a practical algorithm but is useful for understanding other more practical
algorithms. Our discussion on GPS is based on [PG93].

GPS Schedulers
For simplicity, we assume that all data packets have equal lengths that are equal to 1 time
unit. In addition, the total transmission capacity that is shared is 1 packet per time unit.
For GPS, we allow multiple packets to be sent simultaneously, each with rate less than 1
packet per time unit. Note that this scheme may not be practical for a single-wavelength
system.7 Since a GPS scheduler is work conserving, which means there is no unused time
slot unless the queue is empty, it is efficient. We next present GPS in more detail and
argue that it is fair.

Assume that there are N end users indexed from 1 to N . A GPS scheduler for N
users is characterized by positive parameters φ1, . . . , φN . We say that user i is backlogged
at time t if there are still some data to transmit to user i at time t. Let Si(τ, t) be the
amount of traffic for user i that is transmitted during time interval (τ, t]. We define a
GPS scheduler as follows.

Definition 6.1 : A GPS scheduler is a scheduler (i.e. a resource allocator) such that,
for any user i that is continuously backlogged in (τ, t],

Si(τ, t)

Sj(τ, t)
≥ φi

φj

, j ∈ {1, . . . , N}. (6.8)

A GPS scheduler allocates transmission resources as follows. Suppose that, at any
given time t, the users in set Nt are backlogged. Then, the GPS scheduler allocates no
resource to users outside the set Nt. The fraction of a time slot that the GPS scheduler
allocates to user i ∈ Nt is equal to

8

φi
∑

j∈Nt
φj

.

By summing the inequality Si(τ, t)φj ≥ Sj(τ, t)φi over all j ∈ {1, . . . , N}, it follows

that Si(τ, t)
∑N

j=1 φj ≥ (t− τ)φi, or equivalently

Si(τ, t) ≥
φi

∑N
j=1 φj

(t− τ).

7A typical transmitter transmits one packet at a time.
8This means that φi∑

j∈Nt
φj

packet is transmitted to user i during the time slot.
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Figure 6.6: Operations of two GPS schedulers: φ1 = φ2 and 2φ1 = φ2.

Let gi be the proportion of time slots guaranteed for user i. For user i that is continuously
backlogged, it follows that gi ≥ φi∑N

j=1 φj
.

When φ1 = . . . = φN , the definition of a GPS scheduler reduces to having Si(τ, t) ≥
Sj(τ, t), j ∈ {1, . . . , N}, for any user i that is continuously backlogged in (τ, t]. This
implies that, even though there is a heavy-traffic user, say user j∗, the amount of time
slots allocated to user j∗ cannot be more than the amount allocated to user i. Therefore,
the GPS scheduler is fair. We next give some example operations of GPS schedulers.

Example 6.3 : Figure 6.6 illustrates the operations of two GPS schedulers with N = 2.
For the first GPS scheduler, φ1 = φ2. For the second GPS scheduler, 2φ1 = φ2. In the
figure, let Ai(0, t) denote the amount of data packets that arrives during time interval
(0, t].9 The maximum packet delay, denoted by dmax, is the maximum horizontal distance
between Ai(0, t) and Si(0, t). We can observe that, when φi increases, the mean packet
delay decreases as more time slots are allocated to user i. �

†PGPS Schedulers
We now discuss a practical version of GPS called packet-by-packet GPS (PGPS). In this
case, for a single-wavelength system, only one packet can be transmitted at a given time.
A PGPS scheduler operates as follows.

• At each time t, the PGPS scheduler simulates what will happen if a GPS scheduler
is used, assuming no more future packet arrival after time t. Note that we make
this assumption since we cannot foresee future packet arrivals.

9We say that a packet has arrived when the last bit of the packet has arrived.
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• At each time t, the PGPS scheduler transmits the packet that would first complete
the service in the above GPS simulation.

Note that the GPS simulation is performed once at each time step t. We next give
some example operations of PGPS schedulers.

Example 6.4 : Figure 6.7 illustrates the operations of PGPS for the same traffic scenario
as in the previous example. We assume that, if there is a tie in scheduling packets to
either user 1 or user 2, we always favor the packet that arrives first. If there is still a tie,
then we favor user 2. For comparison, the curves of Si(0, t) for GPS are shown as dashed
lines. �
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Figure 6.7: Operations of two PGPS schedulers: φ1 = φ2 and 2φ1 = φ2.

Let FPGPS
p and FGPS

p be the times at which the transmission of packet p is completed
under PGPS and GPS respectively. It is shown in [PG93] that FPGPS

p − FGPS
p ≤ Lmax/r,

where Lmax is the maximum packet length (in bit) and r is the shared transmission
capacity (in bps). In our discussion, we have that FPGPS

p − FGPS
p ≤ 1. Therefore, if dmax

is the maximum packet delay under GPS, the maximum delay under PGPS is at most
dmax + 1. This relationship is useful since GPS is easier to analyze than PGPS.

ACT Scheduler
We now talk about a resource allocation algorithm that has the fairness property similar
to GPS, but is simpler to implement. We shall base the discussion on the concept behind a
resource allocation algorithm proposed in [KMP02] for upstream transmissions. However,
keep in mind that we are still discussing downstream transmissions in this section.
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An adaptive cycle time (ACT) scheduler operates in cycles. A cycle is one round of
resource allocation during which some time slots are allocated to each of the N users.
The allocation of time slots are allocated according to the following procedures.

• In each cycle, the ACT scheduler allocates Wi time slots to user i. There are several
choices for Wi, e.g. fixed Wi. We shall focus on the following choice of Wi since it
leads to the fairness property similar to GPS.

Wi = min(Vi,Wmax,i), i ∈ {1, . . . , N} (6.9)

In the above expression, Vi denotes the number of packets to user i that remain to
be transmitted, and Wmax,i denotes the maximum allowable allocation per cycle to

user i. The cycle length is equal to
∑N

i=1 Wi and varies from cycle to cycle, yielding
to term “adaptive cycle time.”

• After all packet transmissions in the current cycle are completed, the ACT scheduler
repeats the same process all over again.

In each cycle, for any user i that is backlogged up to Wmax,i packets, the proportion
of time slots gi allocated to user i is

gi =
Wmax,i
∑N

j=1 Wj

≥ Wmax,i
∑N

j=1Wmax,j

.

Since this is true for all cycles during which user i is backlogged, it follows that the above
gi is the guaranteed transmission rate for user i. This guarantee is similar to GPS when
the parameter φi is set as φi = Wmax,i. Hence, ACT is fair. In addition, it is easy to see
that an ACT scheduler is work conserving, and is thus efficient. We next illustrate the
operations of ACT schedulers.

Example 6.5 : Figure 6.8 illustrates the operations of ACT schedulers for the same
traffic scenario as in the previous two examples. In the figure, cycles are separated
by vertical dotted lines. For comparison, the curves of Si(0, t) for GPS are shown as
dashed lines. Let FACT

p and FGPS
p be the times at which the transmission of packet p is

completed under ACT and GPS respectively. Unlike for PGPS, it is no longer true that
FACT
p − FGPS

p ≤ 1. �

Multi-Wavelength ACT Schedulers
We now consider using multiple wavelength channels for downstream transmissions. First
of all, since the CO is the source of all transmissions, using W wavelengths implies the
use of W transmitters at the CO.10 These W transmitters could be fixed. At each user,
the receiver is assumed tunable. It is also possible to have multiple fixed receivers at a
user, but we shall not discuss it here.

To notify the receivers on which wavelengths to listen, we can use a dedicated control
wavelength channel and an additional fixed receiver at each user. Alternatively, each
tunable receiver must tune to a common control wavelength periodically. These control
time slots are inserted between successive transmissions of data packets.

Regardless of which control scheme is used, the main problem of the CO is the same
resource allocation problem. Assuming that the control mechanism has been resolved,
we now extend ACT to be used on multiple wavelengths. Similar to an ACT scheduler,
a multi-wavelength scheduler operates in cycles as follows.

10Why use 4 wavelengths if the CO only has 3 transmitters?
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Figure 6.8: Operations of two ACT schedulers: φ1 = φ2 and 2φ1 = φ2.

• At the beginning of each scheduling cycle, the multi-wavelength ACT scheduler
assigns some time slots for each of the N users. Let Wi denote the number of time
slots allocated to user i. Similar to ACT, we choose

Wi = min(Vi,Wmax,i), i ∈ {1, . . . , N}.

• As will be justified later, the cycle length, denoted by CL, is set to

CL = max

(

max
j∈{1,...,N}

Wj,

⌈∑N
j=1 Wj

W

⌉)

.

Wavelength assignment is done by starting from low to high slot numbers, and from
low to high wavelength indices, as shown in figure 6.9.
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Figure 6.9: Wavelength and time slot assignment for multi-wavelength ACT. Assume
that W = 3.
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• After all packet transmissions in the current cycle are completed, the scheduler
repeats the same process all over again.

It remains to justify the expression for CL. The second argument should be clear;

to send
∑N

j=1Wj packets over W wavelengths, we need at least

⌈∑N
j=1 Wj

W

⌉

time slots,

yielding

CL ≥
⌈∑N

j=1 Wj

W

⌉

.

We now argue that at least maxj∈{1,...,N}Wj time slots are required. Without loss of
generality, suppose that W1 = maxj∈{1,...,N} Wj and there are fewer than W1 time slots in
a cycle. Then there must be multiple packets to user 1 in the same time slot on different
wavelengths, which is not possible since user 1 only has one receiver. Thus,

CL ≥ max
j∈{1,...,N}

Wj.

Note that, since CL ≥ maxj∈{1,...,N} Wj, the above wavelength and time slot assign-
ment never assigns multiple packets to the same user in the same time slot. It follows
that each user only receives one packet at a time.

6.2.2 Upstream Resource Allocation for Access PONs

As previously mentioned, the main difference between downstream and upstream resource
allocation is that the queue information at the scheduler is accurate in the former case
but is usually inaccurate or out-of-date in the latter. For upstream transmissions, queues
are maintained at the users. We now discuss a protocol for users to send their queue
information to the CO, and for the CO to tell the users when to transmit. We focus on
a single-wavelength scenario in which the CO and all users have one transmitter and one
receiver.

We shall describe a control message exchange protocol called interleaved polling with
adaptive cycle time (IPACT) described in [KMP02]. For simplicity, we shall assume that
all data packets have a fixed length equal to 1 time slot. In addition, assume that the CO
knows the round trip time (RTT) from itself to each user. Below are the main steps of
IPACT.11 Keep in mind that IPACT is only a control message exchange protocol. The
scheduling decision is left to be specified by the network operator and will be discussed
shortly after.

IPACT:
The CO performs polling in a cyclic manner as follows.

• At the beginning of each scheduling cycle, the CO allocates transmission window of
size W1 to user 1. The choice of W1 is left to be specified by the network operator
(to be discussed later).

11In [KMP02], a CO is called an optical line terminal (OLT), while an end user is called an optical
network unit (ONU). We shall keep using the terms “CO” and “user” to be consistent with previous
discussions. In addition, the IPACT protocol treats data in bits. We treat data in packet units, again
to be consistent with previous discussions.
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• The CO transmits a grant message to user 1 to notify the value of W1.

• Having received the grant message, user 1 transmits W1 amount of data to the CO,
followed by a request message to indicate the current amount of data waiting in its
queue, as shown in figure 6.10(a).
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Figure 6.10: Operations of IPACT with three users (N = 3).

• Without waiting for data from user 1 to arrive, the CO transmits a grant message
to user 2 (see figure 6.10(b)) such that the data from user 2 arrives after the data
from user 1 with the separation equal to the guard time (see figure 6.10(d)).

• The CO repeats the same process of sending a grant message to each of the remain-
ing users up to user N , as shown in figure 6.10(c) for the grant message to user
3.

• At the beginning of the next cycle, the CO repeats the same process but with new
information about queue sizes based on the N request messages in the previous
cycle, as shown in figure 6.10(d) for one possible scheme with Wi = Vi where Vi

denotes the number of remaining packets based on the last report message from
user i.

It should be noted that, for a user with Wi = 0, the CO stills sends a grant message in
order to receive the request message from the user. In addition, one may wonder whether



6.2. MAC PROTOCOLS FOR ACCESS PONS 133

we have freedom in choosing the times for downstream grant messages in the presence
of downstream transmitted packets. In [KMP02], the authors point out a possibility of
inserting escape character sequences inside data bit streams, which are already available
when the Ethernet data format is used.

It remains to specify the choice of the granted transmission window size Wi. One
possibility is similar to what we did for downstream resource allocation, i.e.

Wi = min (Vi,Wmax,i) ,

where Vi denotes the number of remaining packets based on the last report message from
user i, and Wmax,i denotes the maximum allowable size for a granted time window to user
i. When all users have the same priority, i.e. Wmax,i = Wmax, the above scheme is called
limited service [KMP02]. In particular,

Wi = min(Vi,Wmax). (limited service) (6.10)

Since the queue information at the CO is typically out-of-date, when the CO transmits
a grant message, there may be more than Vi packets waiting in the queue at user i. This
observation motivates the resource allocation schemes called constant credit service and
linear credit service, as specified below.

Wi = min(Vi + α,Wmax) for a positive integer α (constant credit service) (6.11)

Wi = min(⌈βVi⌉,Wmax) for a positive real β > 1 (linear credit service) (6.12)

There are several other possibilities for specifying Wi. A trivial one is fixed service,
i.e.

Wi = Wmax, (fixed service) (6.13)

which is fair but not efficient due to possible idle periods. Another trivial one is gated
service in which

Wi = Vi, (gated service) (6.14)

which is efficient but is not fair.
The last scheme that we shall discuss is elastic service, where a user may get up to

NWmax for the grant window size as long as the sum of N successive grants does not
exceed NWmax, i.e.

Wi = min

(

Vi, NWmax −
∑

j∈J

Wj

)

, (elastic service) (6.15)

where J denotes the set of user indices for the last N − 1 grants.
From simulations, it was found that limited, constant credit, linear credit, and elastic

services have comparable performances in terms of the mean packet delay and the mean
queue size [KMP02].12 Fixed and gated services are not desirable since they fail to be
both efficient and fair. Thus, the simple limited credit scheme looks attractive in practice.

Finally, there are some recent works on extending IPACT to work with WDM PONs
in which there are multiple wavelength channels for downstream/upstream transmissions.
For example, the work in [KHA04] assumes that the CO as well as each user has two

12Unlike call arrivals in backbone networks, packet arrivals in access PONs are often not modeled as
Poisson processes. This is because packet arrivals from a user are often bursty.
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fixed transmitters and two fixed receivers. Roughly speaking, since two users can simul-
taneously transmit, the CO can send grant messages to two users and let them transmit
on two wavelength channels simultaneously.

Alternatively, we can think of a WDM PON withW wavelength channels for upstream
transmission. This will require W fixed receivers at the CO and a tunable transmitter
at each user. In this case, we need to indicate a data wavelength, say λ1, on which grant
messages will be sent. This implies that a user must tune its receiver to λ1 when it does
not receive any data. Alternatively, we can use a dedicated control wavelength channel
and an additional fixed receiver at each user.

Regardless of which approach is adopted for sending grant messages, the CO may
allocate time slots using the multi-wavelength ACT scheme previously discussed. In
addition, each user can send request messages after data transactions as in IPACT.

Example 6.6 (Operations of IPACT): Consider two cycles of operations of the IPACT
protocol. Assume that there are only two users. Originally, each user has no packet wait-
ing in the queue. Assume also that the CO originally knows that each user has no packet
in the queue. Notice that each request message to the CO reports the queue length at
its transmission time.

For simplicity, the control message length, the packet length, all one-way propagation
delays, and the guard interval length are equal to 1 time unit or 1 time slot. Assume
the packet processing time is negligible. In addition, resource allocation is based on the
limited service. In each scheduling cycle, the allocation tranmission time window size for
user i is given by

Wi = min(Vi, 3), i ∈ {1, 2},
where Vi denotes the number of remaining packets from node i in the most recent report
message. Figure 6.11 illustrates the resource allocation as a result of the limited service
described above. �

6.2.3 MAC Protocols for Broadcast PONs

In this section, we turn our attention to MAC protocols for broadcast PONs. In partic-
ular, we focus on a broadcast star PON in which traffic is exchanged among user nodes,
as shown in figure 6.12. Note that, in such a network, a packet transmitted by any user
is received by all users.

If a single wavelength channel is used, we have a standard MAC problem for a
broadcast network. Well-known contention-based protocols such as Aloha and carrier
sense multiple access with collision detection (CSMA/CD) can be applied. Approximated
throughputs of these two protocols are given by [BG92, chp. 4]

Protocol Throughput (packet/time slot)
Aloha (slotted) 1/e ≈ 0.37
CSMA/CD 1

1+3.31β

where β is the time required to detect an idle carrier in packet time unit. For high-speed
optical transmissions, β is typically large since packet transmission times are short thanks
to high transmission rates. In such scenarios, CSMA-based MAC protocols yield com-
paratively low throughtpus, and are thus not attractive. Accordingly, several researchers
focus on applying Aloha-based MAC protocols.
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Figure 6.11: Two scheduling cycles of IPACT with the limited service.
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Figure 6.12: Broadcast star PON.
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Brief Reviews on Slotted Aloha

We briefly review the basic properties of a slotted Aloha protocol. For slotted Aloha, the
underlying assumptions are:

• Time is divided into slots of equal length.

• Each packet length is equal to one time unit or one time slot.

• A transmitting user gets a feedback on the transmission success or a packet collision
before the beginning of the next time slot.

While both delay and throughput are important performance measures of a MAC
protocol, we shall focus on throughput analysis. The following are the operations of
slotted Aloha.

1. When at least one data packet is available, a user transmits a packet in the next
time slot.

2. Upon finding that a collision has occurred, a user retransmits the packet after
waiting a random number of time slots. For example, the user may retransmit
in subsequent time slots each with probability qr until the packet is successfully
transmitted.13

Figure 6.13 illustrates the operations of slotted Aloha. For simplicity, we assume that
there are only two users in a broadcast PON. Note that the first collision happens in the
4th time slot, and is followed by two successful retransmissions in time slots 6 and 7.
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Figure 6.13: Example operations of slotted Aloha.

For an approximate analysis on the throughput, assume that packet arrivals from each
of the N users form a Poisson process of rate λ. In addition, assume that N is large and
thus successive packets come from different users.

13In practice, we may need to adjust the value of qr dynamically to make the protocol stable.
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Let the total transmission rate (i.e. sum of transmission and retransmission rates) be
G (in packet/time unit). In each time slot, since the number of transmissions is Poisson
with mean G, the probability of having a successful packet transmission is

Pr{succcess} = Pr{one arrival} = Ge−G,

yielding the throughput of Ge−G packet/time unit. It follows that the maximum through-
put is 1/e ≈ 0.37 packet/time unit, corresponding to the maximum of Ge−G, which occurs
at G = 1 as shown in figure 6.14.
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Figure 6.14: Throughput of slotted Aloha.

For unslotted Aloha, time is not divided into slots. In this case, when a user has data
to transmit, it does so instantaneously (without waiting till the beginning of the next
time slot). As an approximation, consider that time is divided into very small minislots
each of which has the duration of ∆ ≪ 1 time unit. In addition, each transmission occurs
at the beginning of a minislot.

It follows that, in each minislot,

Pr{success} = Pr{one arrival} × Pr{no arrival in 1/∆− 1 minislots before and after}
= ∆Ge−G∆ × e−G(2−2∆)

= ∆Ge−G(2−∆) (in packet/minislot)

= Ge−G(2−∆) ≈ Ge−2G (in packet/time unit).

From the expression Ge−2G, it follows that the maximum throughput is 1
2e

≈ 0.19, cor-
responding to the maximum value of Ge−2G at G = 1/2. Notice that the throughput of
unslotted Aloha is half that of slotted Aloha.

SA/SA Protocol for WDM PONs

We now discuss a modification of slotted Aloha to operate with WDM PONs with multiple
wavelength channels. The discussion is based on the works in [HKS87] and [Meh90].
The protocol is called slotted Aloha/slotted Aloha (SA/SA). The following assumptions
are made.

• A dedicated control wavelength channel is available.

• In addition to a fixed transmitter and a fixed receiver tuned to the control wave-
length channel, each user has one tunable transmitter and one tunable receiver to
transmit/receive data packets.
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• A control packet lasts for one minislot while each data packet lasts for L minislots
with L > 1. Note that L minislots last for one time unit.

The main protocol features are as follows.

• When a data packet is available, a user selects a data wavelength with equal prob-
abilities, transmits a control packet in the next minislot, and transmit the packet
on the selected wavelength in the minislot after.

• Upon finding that a collision occurs, a user retransmits in a subsequent minislot
each with probability qr until the packet is successfully transmitted.

Figure 6.15 illustrates the operations of SA/SA. Notice that data packet transmissions
follow even after a collision between control packets. This inefficiency will be removed
when we consider a modified version of SA/SA in the next section.

user 1

user 2

0 time

control wavelength

λ1

λ2

user 3

Figure 6.15: Example operations of SA/SA.

For an approximated analysis on the throughput, assume that packet arrivals from
each of the N users form a Poisson process of rate λ. In addition, assume that N is
large and successive transmissions tend to come from different users. As a result, the
probability of a collision at any receiver is negligible.

Let the total transmission rate (of new and old packets) be g = ∆G (in packet/minislot),
whereG is the total transmission rate in packet/time unit and ∆ is the length of a minislot
(in time unit). In each minislot, we can write

Pr{success}
= Pr{one control packet, no collision on data channel, no collision at receiver}
≈ Pr{one control packet, no collision on data channel}
= Pr{one control packet} · Pr{no collision on data channel|one control packet}
= ge−g · Pr{no data on same wavelength in L− 1 minislots before and after}
= ge−g ·

(
e−g/W

)2L−2
.

The throughput is therefore ge−g(1+2(L−1)/W ) packet/minislot, which is equivalent to
Lge−g(1+2(L−1)/W ) packet/time unit, yielding

Lg

W
e−g(1+2(L−1)/W ) packet/time unit/wavelength. (6.16)
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Differentiating the above throughput expression with respect to g, we find the maximum
throughput to be (in packet/time unit/wavelength)

TSA/SA =
L

We
(

1 + 2(L−1)
W

) ≈ 1

e(2 +W/L)
, (6.17)

where we approximate that L − 1 ≈ L for sufficiently large L. Figure 6.16 shows the
throughput of SA/SA for different values of L and W .
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Figure 6.16: Throughput of SA/SA.

Modified SA/SA

Motivated by the observation that data packets transmitted after a collision on the control
channel are useless, one modification is made to SA/SA as follows.

• In order to reduce collisions on data channels, each user waits the maximum round-
trip time (RTT) to see whether a control packet is successfully transmitted before
transmitting the corresponding data packet.

Figure 6.17 illustrates the operations of modified SA/SA. While collisions on data
channel are reduced, they can still occur for overlapping packets with non-overlapping
control packets, as shown in the figure. In addition, note that the packet delay is now
at least the RTT. Therefore, the reduction of packet collisions comes at the price of the
increase in packet delays.

Let the total transmission rate (of new and old packets) be g = ∆G (in packet/minislot),
whereG is the total transmission rate in packet/time unit and ∆ is the length of a minislot
(in time unit). In each minislot, we can write

Pr{success}
= Pr{one control packet, no collision on data channel, no collision at receiver}
≈ Pr{one control packet, no collision on data channel}
= Pr{one control packet} · Pr{no collision on data channel|one control packet}
= ge−g · Pr{no data on same wavelength in L− 1 minislots before and after}
= ge−g ·

(
1− ge−g/W

)2L−2
.
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Figure 6.17: Example operations of modified SA/SA.

The throughput is therefore ge−g (1− ge−g/W )
2L−2

packet/minislot, which is equiv-
alent to Lge−g (1− ge−g/W )

2L−2
packet/time unit, yielding

Lg

W
e−g

(

1− ge−g

W

)2L−2

packet/time unit/wavelength. (6.18)

Differentiating the above throughput expression with respect to g, we find an extremum,
i.e. local maximum or local minimum, occurs when g satisfies

(g − 1)

(

ge−g − W

2L− 1

)

= 0.

Since ge−g ≤ 1
e
, the second term can be zero only if W

2L−1
≤ 1

e
. It follows that, for

W
2L−1

> 1
e
, the maximum throughput occurs when g = 1 and is equal to (in packet/time

unit/wavelength)

TmSA/SA =
L

We

(

1− 1

We

)2L−2

≈ L

We

(

1− 1

We

)2L

≤ L

We
e−2 L

We ≤ 1

2e
, (6.19)

where we approximate that L − 1 ≈ L for sufficiently large L, and use the fact that
1 − x ≤ e−x to obtain the first inequality. The second inequality follows from the fact
that xe−2x ≤ 1

2e
.

For W
2L−1

≤ 1
e
, it turns out that the maximum throughput occurs when ge−g = W

2L−1
.

In this case, g = 1 corresponds to a local minimum, as will be seen shortly with numerical
examples. By substituting ge−g = W

2L−1
in the throughput expression, we can write the

maximum through (in packet/time unit/wavelength) as

TmSA/SA =
L

2L− 1

(

1− 1

2L− 1

)2L−2

(6.20)

≈ 1

2

(

1− 1

2L

)2L

≈ 1

2e
, (6.21)

where we approximate that 2L− 2 ≈ 2L− 1 ≈ 2L for sufficiently large L. Note that the
last approximation comes from the fact that limx→∞

(
1− 1

x

)x
= 1

e
.
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Figure 6.18 shows the throughput of modified SA/SA for different values of L and W .
Note that, for L = 10 and W = 5, there are two local maximum at the values of g such
that ge−g = W

2L−1
. Each of these local maxima is in fact a global maximum. There is one

local minimum at g = 1. In the other two cases of L and W , there is one local maximum
which is also a global maximum at g = 1.
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Figure 6.18: Throughput of modified SA/SA.

From the above discussion, we see that both SA/SA and modified SA/SA have the
maximum throughputs bounded by 1

2e
≈ 0.19. Such a low throughput is a characteristic of

contention-based MAC protocols such as Aloha based protocols. We look at an alternative
MAC approach based on central reservation in the next section.

Finally, it is interesting to note that the throughput upper bound 1
2e

is the maximum
throughput of unslotted Aloha. By introducing time slots to the modified SA/SA proto-
col, we can increase the throughput performance to that of slotted Aloha, i.e. 1/e. We
leave this improvement as an exercise.

Central Reservation

To enable reservations, consider having a central scheduler attached to a broadcast star
PON, as shown in figure 6.19. This scheduler can also be one of the users in the star. As
before, assume that each user is equipped with one tunable transmitter and one tunable
receiver for data transmission, as well as one fixed transmitter and one fixed receiver
tuned to the control wavelength. The following discussion is based on [MB00].

Each user transmits control packets to the central scheduler on wavelength λC,1 and
receives control packets from the central scheduler on wavelength λC,2, where λC,1 6= λC,2.
Therefore, there is no packet collision between a control packet from the scheduler and
a control packet from the scheduler. It is clear that we need not worry about collisions
among control packets from the scheduler. However, control packets to the scheduler
may collide. One possible MAC for these control packets is a simple contention-based
protocol below. Note that this protocol is not slotted, so synchronization among users is
not required.

• Each user transmits request control packets on wavelength λC,1 occasionally. Time
intervals between successive transmissions are independent and exponentially dis-
tributed with mean T (in s).
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Figure 6.19: Broadcast star PON with central scheduler for reservation.

• A user does not retransmit if there is a control packet collision on λC,1. A colliding
user simply waits and transmits a new request packet after waiting for a random
amount of time, i.e. exponentially distributed with mean T .

A request packet contains the information about the contents of the queue at its
corresponding user. Suppose that each request packet last for l (in s), where l ≪ T .
Then, for N users, we can find an optimal value of T in terms of l and N that minimizes
the average delay for a successful request packet as follows.

For l ≪ T , request arrivals from each user can be viewed as a Poisson process of rate
1/T . For each request packet transmission, we can write

Pr{success}
= Pr{no request transmission from other users for time period l before and after}
=
(
e−2l/T

)N−1
.

The number of transmission attempts until a successful request is therefore geometric
with mean e2l(N−1)/T . Therefore, on average, every user gets one successful request every
time period of length Λ = Te2l(N−1)/T . This time period Λ can be optimized with respect
to T by solving dΛ/dT = 0 to get

T ∗ = 2l(N − 1) and Λ∗ = 2l(N − 1)e. (6.22)

For example, for N = 100, transmission rate = 10 Gbps, and request packet size = 1 kb,
it follows that l = 10−7 s, T ∗ = 2.0× 10−5 s, and Λ∗ = 5.5× 10−5 s.

Suppose that the scheduler maintains a slotted reservation system, where each time
slot lasts for one packet. The problem of the scheduler is as follows. Given the knowledge
about N queues (which may be out-of-date), how to decide which users should transmit
in the next time slot? An example scenario is illustrated in figure 6.20.

This problem is similar to how an input-queued crossbar switch (which can reside in
the core of a typical router) schedules packet transmissions. The main difference is that,
while an N × N crossbar switch can transmit up to N packets in each time slot, the
scheduler in our problem can schedule up to W (usually W < N) packets due to the limit
set by the number of data wavelength channels.

The simplest scheduling policy is based on the FCFS policy. For an N × N switch,
this corresponds to scheduling the oldest packets in the queues. Under uniform traffic,
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Figure 6.20: Example scenario for central scheduler (based on [MB00, p. 464]).

i.e. same amount of traffic to each output, it is well known that the throughput for the
FCFS policy is limited to 2 −

√
2 ≈ 0.59 packet/time slot/port due to the phenomenon

called head-of-line (HOL) blocking [KHM87]. HOL blocking can be seen from figure 6.20.
Suppose that the queues in figure 6.20 are the queues for an input-queued crossbar switch.
Notice that all the oldest packets are destined to node 3 or node 1. It follows that only two
packets can be transmitted in the next time slot under the FCFS policy. Some packets
are in fact for other nodes, e.g. packet to node 2 in queue 1 blocked by packet to node 3
at the head of its queue.

It is also known that if we are allowed to look ahead into the queues, then the effects
of HOL blocking can be removed [HK88]. If a look ahead factor of 3 is used, we can
transmit up to 3 packets to nodes 1, 2, and 3 in the next time slot, and so on. For our
purpose, the scheduler will adopt the FCFS policy with a look ahead factor denoted by
k. The scheduling algorithm is as follows.

• Visit every user in a random order (for fairness).

• At each user, start from the oldest packet up to the kth oldest packet, search and
schedule a packet that can be transmitted.

• Repeat until either W packets are scheduled or all users are visited.

Example 6.7 For the scenario in figure 6.20, suppose that k = 2 and the user order is
1-2-3-4. The above algorithm will schedule the two shaded packets: from queue 1 to node
3 and from queue 2 to node 1. �

The above example shows that the described scheduling algorithm whose performance
depends on the node order is in general suboptimal. Despite its suboptimality in principle,
the algorithm performs well according to simulation results, especially for N > W and
for sufficient large k, as shown below.

Maximum throughput for a system with W = 7 [MB00]
N k = 1 k = 2 k = 3 k = 4 k = 5 k = 6 k = 7
7 0.62 0.74 0.79 0.82 0.85 0.86 0.87
10 0.86 0.97 0.99 0.99 0.99 0.99 0.99
14 0.99 0.99 0.99 0.99 0.99 0.99 0.99
21 0.99 0.99 0.99 0.99 0.99 0.99 0.99
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As a final note, [Muk92] contains a survey of other contention-based and reservation-
based MAC protocols for broadcast star PONs.



Chapter 7

Future Optical Networks

In the previous chapters, we have discussed WDM networks with switching nodes based
on the viewpoint of using optical transmissions for sending large data streams using optical
circuit switching (OCS).1 In particular, before each transmission, we need to successfully
set up an end-to-end lightpath or multiple lightpaths.

For transmissions of small data streams, the round trip delay for setting up one
lightpath or more may be more than the data transmission time itself. In this case, OCS
is not attractive since transmission resources will be reserved but not used for most of
the time. Such scenarios motivate the consideration of optical packet switching (OPS)
and optical burst switching (OBS) in which transmissions can occur without the need to
successfully set up any lightpath in advance. We briefly discuss OPS and OBS in this
chapter.

7.1 Optical Packet Switching

Figure 7.1 shows a switching node architecture of an OPS network [YMD00]. For OPS,
each packet consists of two parts: header and payload. Packet headers are processed
electronically (with current technology) at every OPS node, while packet payloads are
not processed. Thus, an OPS network is transparent in terms of data formats in the
payload. We list some key properties of OPS below.

• An OPS network could be slotted or unslotted. A slotted network supports fixed-size
packets and requires packet synchronization at the input ports of an OPS node.

• While packet headers are processed, packet payloads are delayed in optical buffers
which are typically fiber delay lines (FDLs). These payloads are waiting for the
switch control unit to make a switching decision.

• Based on the information in the packet headers as well as the state of the OPS
node, e.g. packets in the buffers for contention resolution, the switch control unit
makes a switching decision, and configures the switch for the next transmission slot.

We next emphasize the differences between OPS and packet switching in traditional
electronic networks.

1The chapter on optical access networks is an exception since there is no traffic switching.
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Figure 7.1: Switching node architecture for an OPS network [YMD00]. Contention reso-
lution is not shown.
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Figure 7.2: Packet header transmissions using SCM [YMD00].
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• Optical buffers based on FDLs are not as flexible as electronic random access mem-
ory (RAM). The lack of optical RAM makes the packet switching problem more
complicated.

• Packet headers can be transmitted at a much lower data rate than payloads. One
well accepted proposal is to use subcarrier multiplexing (SCM), where some channel
bandwidth is reserved for headers that can be extracted without optical demulti-
plexing, as shown in figure 7.2. Notice that, to retrieve packet headers on different
channels, band-limited photodetectors can be used without any optical demulti-
plexer (DMUX) that is relatively costly.

Lots of recent research efforts investigate packet contention resolution mechanisms
at OPS nodes. These mechanisms can be categorized into three types based on which
domains are used to resolve contentions.

• Time-domain contention resolution: This refers to the use of FDLs as optical buffers
to delay colliding packets to reduce the number of packet drops. There are several
types of an OPS node with FDLs for contention resolution. One basic type is the
shared-memory optical packet (SMOP) switch architecture shown in figure 7.3.

Figure 7.3: SMOP switch architecture for OPS [YMD00].

• Space-domain contention resolution: This refers to using deflection routing as a way
to resolve packet collisions. In deflection routing, colliding packets are switched onto
output ports different from original destination ports. The problem with deflection
routing is a possibility for congestion to build up throughout the network, causing a
network collapse eventually under high load. Deflection routing may be a good idea
for networks in which there are multiple shortest paths for each source-destination
(s-d) pair. In this case, deflection routing can be limited to these shortest paths.
However, the problem of congestion build-up still remains.

• Wavelength-domain contention resolution: This refers to using wavelength convert-
ers to resolve packet collisions on the same wavelength.
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Finally, it is worth mentioning that combinations of techniques are also possible.
For comparisons of network performances based on these contention resolution schemes,
see [YMYD03].

7.2 Optical Burst Switching

OBS was proposed as a compromise between OCS and OPS [CQY04]. While OPS utilizes
transmission resources more efficiently than OCS for transmitting short data streams, the
associated timing requirements of OPS equipment are quite stringent. As an example, the
switching fabric for an OPS node must reconfigure once in every packet-length interval,
which may be as fast as a 1 µs for a 10-kb packet with a 10-Gbps transmission rate.2

OBS overcomes such technical obstacles by allowing the network to operate at a longer
time scale. In particular, an OBS node switches traffic in bursts of packets instead of in
packets. A burst consists of multiple packets with a common destination, and is a basic
transmission unit for OBS. A burst can be assembled in a different ways.

• In a timer-based assembly, a burst is generated once for every fixed-length interval.

• In a burstlength-based assembly, a burst is generated once the total burst size exceeds
a preset threshold.

• In a mixed assembly, a burst may be generated once the total size exceeds a pre- set
threshold, or once the assembly time exceeds a preset threshold, whichever comes
first.

Figure 7.4 shows an OBS node architecture. Each burst has two parts: header and
payload. The two parts are transmitted on different wavelengths. For each burst, a burst
header is transmitted on a common control channel, to be followed by its payload after an
offset time on a data channel. The header is processed electronically at every node along
the path. The payload passes through intermediate nodes optically, yielding transparency
in payload data.

The offset time should take into account header processing and switch reconfiguration
times along the path of the burst, as shown in figure 7.5. Roughly speaking, we want the
offset time to be large enough so that the burst arrives at the last OBS node just after
its switching fabric has been reconfigured.

Just Enough Time (JET) is one protocol that determines offset times for OBS. Under
JET, an offset time may be set larger than the minimum requirement for the following
additional flexibilities.

• Alternate routing: Having an extra offset time allows the intermediate OBS node
to reroute a burst onto an alternate longer path.

• Fairness: It was demonstrated that an extra offset time decreases the blocking/dropping
probability of a burst [QY99]. Allocating larger offset times for longer paths can
improve fairness among path blockings.

2Recall that a MEMS-based optical switch needs a few milliseconds to reconfigure, and hence cannot
be used for OPS at the microsecond time scale.
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Figure 7.4: Switching node architecture for an OBS network [YMD00].

Figure 7.5: Using offset times in OBS [CQY04].

Another unique property of JET is delayed reservation (DR), which refers to reserv-
ing the transmission bandwidth only for the duration of the burst at each OBS node.
DR allows for additional reservations before and after each reservation, as illustrated in
figure 7.6. This is in contrast with OCS, where a reservation is usually made since the
processing of a set-up control packet, and is canceled only after the processing of a release
control packet.

As for packets in OPS, a burst can be blocked at an OBS node if its intended output
is not free. Similar to OPS, three types of mechanisms can be used to resolve burst
contentions.

• Time-domain: A burst can be delayed on FDLs until its output is free.

• Space-domain: Deflection routing can be used.

• Wavelength-domain: A burst can leave on a different wavelength on the same output
via a wavelength converter.

Burst Scheduling

One research topic that has gained a lot of attentions recently is burst scheduling for each
output port of an OBS node. One well-known algorithm is Horizon [Tur99]. A horizon of
each wavelength channel is the time after which the wavelength has no more reservation.
In Horizon, only the wavelengths whose horizons are before the new burst arrival time
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Figure 7.6: Delayed reservation in JET [CQY04].

are considered, and the one with the latest horizon is chosen. For example, in figure 7.7,
Horizon would put the new burst on wavelength C3. Horizon is also called latest available
unscheduled channel (LAUC).

Best FitBest Fit

Figure 7.7: Operations of different burst scheduling algorithms [CQY04].

To improve the efficiency in wavelength usage, LAUC with void filling (LAUC-VF)
was proposed [XVC00], followed by several of its variants [XQLX03]. In LAUC-VF,
gaps between already scheduled bursts can be used. A new burst is scheduled on the
wavelength such that the gap between the end of an existing burst and the beginning
of the new burst is minimized. In figure 7.7, LAUC-VF would put the new burst on
wavelength C1.

Minimum starting void (Min-SV) is functionally the same as LAUC-VF but is more
computationally efficient. For minimum ending void (Min-EV), the wavelength is chosen
to minimize the gap between the end of the new burst and the beginning of an existing
burst (channel C4 in figure 7.7). For Best Fit, the wavelength is chosen to minimize the
sum of the gaps before and after the new burst, i.e. channel C5 in figure 7.7. For detailed
performance comparisons among these scheduling algorithms, see [XQLX03].
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